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Overview
References: “Neural networks and physical systems with emergent collective properties”, J. J. Hopfield, Proceedings of the National Academy of

Sciences, Vol 79, pp 2554 – 2558, 1982. Modelling Brain Function, D. J. Amit, Cambridge University Press, 1989. Introduction to the Theory of

Neural Computation, J. Hertz, A. Krogh, R. Palmer, Addison Wesley, 1991, Chapter 2.

Hopfield’s ideas were important for several reasons. First, he showed how a simple model could act as a content-addressable memory and show

tolerance to noise in the input. Second, he showed how the dynamics of interacting neurons could be understood by defining a Lyapunov or energy

function (see below). Finally, he showed how to build actual devices which could solve hard problems via analog collective computation.

Three forms of the model:

Binary model discrete,
�

1 output neurons. Discrete time.

Stochastic as above, but with a probabilistic or noisy neurons.

Continuous model Continuous output neurons. Continuous time.
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Motivation

Hopfield was motivated by

� Very abstract view of the brain.

� How different the brain memory was from computer memory

(content-addressability).

� That somehow the “physics” of the computing devices must be

important.
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Hopfield found a way to set the weights to store a set of patterns.

1. The memories are stable states of the network.

2. Start the system ’nearby’ to one of the memories and dynamics flows to

that state.

3. Network is content-addressable and tolerant to bit noise.

4. Network has finite storage capacity. Attempt to store too much leads to

“catastrophic forgetting”.
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The Binary Model

A set of ”neurons”: which can be in one of two states.

xi
� �� � 1; firing at a high rate� 1; firing at the quiescent rate or not firing

(1)

Architecture: Each node connected to all other nodes, as shown in

figure ??.

The ”weights”: wi j denotes the strength of the influence of neuron j on

neuron i.

Neuron input: The sum of an external input and the inputs from the other

nodes,

total input on node i � hi
� ∑

j
wi jx j � Ii �

Slide 5

Network Dynamics

The nodes are updated one at a time (asynchronously) in arbitrary or

random order. When the node i is updated, it is changed according to the

rule,

xi
� �� � 1; if ∑ j wi jx j � Ii � Θi� 1; if ∑ j wi jx j � Ii 	 Θi

(2)
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Hopfield’s Insight
Computation = convergence to fixed points

You can insure convergences to fixed points if following conditions are met,

� wii
� 0, neurons don’t feel themselves

� wi j
� w ji, symmetric interactions (Unlikely to hold in real brains).

� Only one node updated at a time (asynchronous dynamics)

He showed this by showing that the system has a Liapunov function, which

he referred to as the “energy function”.
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Liapunov Functions

This is a useful trick for analysing dynamical systems, as it can be used to

prove convergence to a fixed point.

Definition 1 Given a dynamical system, a Liapunov function is a function of

the states of the system, L � x1 � x2 � � � xN � , which under the dynamics

1. never increases

∆L 	 0

2. is bounded below

L � Lo

Theorem 1 If there exists a Liapunov function, the dynamics always

converges to a fixed point.
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To actually find a Liapunov function for a given system is the tricky part.

Hopfield thought of this as a physics problem: he called the Liapunov function the

“energy”, and thought of the dynamics of the network as a physical system evolving

to the state of lowest energy. So wi j � w ji is like the law ‘for every action there is an

equal and opposite reaction’.
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An “Energy Function”
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Hopfield’s Liapunov function

Hopfield showed that the following function satisfied the definition above.

L � � 1
2 ∑

i
∑

j
wi jxix j

� ∑
i

xiIi � ∑
i

xiΘi �
To show this, remember that only one neuron is changed at a time. Suppose it is the first node which is updated. Then the change in L is

L
�
after updating ��� L

�
before updating ��� ∆L

∆L ��� ∆x1

�
∑
i

w1ixi 	 Ii � Θi 

In the above, I have used the fact that wi j � w ji . If the term in the bracket is positive, then ∆x1 is positive or zero, due to the update rule. Likewise, if the

term in the bracket is negative, ∆x1 is negative or zero. Thus, the function L is always decreasing. The fact that L is bounded comes from the fact that

there are finite number of states of the network. So, L has only a fixed number of values, and must have a smallest value.
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Auto-associative memory
� Hopfield’s original work

� Make stored patterns stable patterns of the network

� Retrieval — start the network in a “similar” pattern to one of the stored

patterns, under dynamics network should relax to the appropriate stored

state.
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Error correction via Hopfield model

What happens when noisy or incomplete pattern is input?

1. Redistribution of errors. As in matrix associative memory (discussed on

Monday), errors are distributed across the neurons.

2. Step function corrects many of the nodes near to -1 or 1 to the precise

values.

3. Recurrent dynamics does further correction.
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Result: (Nearly) perfect retrieval or catastrophic forgetting.
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Points about this model

1. Performs as a content-addressable memory.

2. Generates correct response if input is incomplete or distorted.

3. Storage is distributed. Errors in parts of the network do not destroy

performance.

4. Recall time does not grow with information content. “Recognition not

search”.

5. Storage capacity scales with N (for random patterns), which may seem

small. Catastrophic forgetting is unrealistic.
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Extensions: recognizing non-stored patterns

Hopfield model fails to recognize when it fails to recognize.

� Arrives in an attractor which may be a spurious one. No difference to the

model.

� Several researchers have attempted to make models which behave

differently when the system fails to recognize. (Parisi, 1989, Morita

1993).
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The Morita Model

� Non-monotonic transfer function g � u � , where there is no Liapunov

function.

� If starting state is near enough to a stored pattern, it behaves like the

Hopfield model.

� If not, the network goes into a chaotic state and fails to stabilize. (Chaotic

states of neural networks have also been studied by Walter Freeman.)

� Network also shows larger basins of attraction, higher storage capacity

and other nice properties, it is claimed.
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