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MESSAGE FROM WORKSHOP CO-CHAIRS

Most modern programming languages and techniques include object-oriented methods.
However, mainstream computer architectures have not acknowledged the presence of
objects. With the widespread use of object-oriented programming languages and
techniques, it is becoming important for computer architects to acknowledge the existence
of these methods and their impacts on execution (including high object allocation rates, the
impact of garbage collection, dynamic binding of calls to methods, and dynamic assembly
of programs at run time from components obtained from disparate sources).
Java is an exciting new object-oriented technology. Hardware for supporting objects and
other features of Java such as multithreading, dynamic linking and loading is the focus of
this workshop. The impact of Java's features on micro-architectural resources and issues in
the design of Java-specific architectures are interesting topics that require immediate
attention of the research community.
The purpose of this workshop is to draw together researchers and practitioners concerned
with hardware support for objects and Java implementations for a stimulating exchange of
views. To the organizers' best knowledge, this is the first event of its kind, and as such is an
attempt to begin the task of building a community in this field. We thank all the program
committee members, the authors and the invited panelists for helping us start this process.
Also, we would like to thank the ICCD organizers and Prof. Craig Chase, in particular, for
their support to this workshop. We hope you will enjoy this workshop as much as we did in
organizing this.
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Session 1
Innovations in Memory System Design

A Case for Using Active Memory to Support Garbage Collection
Sylvia Dieckmann and Urs Hölzle
University of California, Santa Barbara
{sylvie,urs}@cs.ucsb.edu

Abstract
Most modern programming languages require efficient
automatic memory management (garbage collection, GC)
as part of the runtime system. Since GC is very memory
intensive it can potentially suffer significantly from poor
memory access times. Unfortunately, memory performance
improves at a slower pace than processor speed, making
memory accesses relatively more expensive in the future.
Active Memory architectures aim to overcome this problem
by placing additional computational power in memory, thus
allowing the application to execute small but memoryintensive functions closer to the data and in parallel. The
goal is to improve latency and bandwidth for programs that
can otherwise suffer from slow memory accesses.
To date, Active Memory has been studied only with
databases, image processing, arithmetic computations, and
other very regular applications. In this paper, we propose to
analyze its impact on garbage collection. We are convinced
that garbage collection too will profit from this architecture
since GC is simple, repetitive, easy to partition into offloadable functions, and its performance depends crucially on
fast memory access. We describe a possible incarnation of
an Active Memory architecture suitable for GC support and
argue why GC should benefit from such an architecture.

1.

Motivation

Efficient and reliable garbage collection (GC) is an
essential part of most modern (especially object-oriented)
programming languages. GC relieves the programmer from
error prone explicit deallocation, thus preventing memory
leaks or early deallocation. But GC performance greatly
depends on fast memory access, which can pose a challenge
not only to the GC implementation but also to the design of
the underlying machine. For example, a simple
mark&sweep collector first identifies and marks all live
objects and than reclaims (sweeps) the unmarked space.
Both phases are very memory intensive since they require
touching the entire heap (or at least all live objects) and thus
can potentially suffer significantly from poor memory
performance. Traditional techniques designed to improve
memory performance do not always work for GC. For
example, GC can have a negative effect on the cache hit rate

because it evicts all application-related entries from the
cache. Even worse, GC itself has a poor hit rate because
each collection dereferences all pointers at most once. Techniques such as prefetching that exploit access patterns often
fail because memory access during GC follows pointer
chains and can be very irregular. [10, pp. 284]
Alas, memory performance, namely access latency and
bandwidth, is an issue of great concern for modern
machines. Already, the cost of processor-memory communication has a significant impact on overall performance.
Most researchers agree that it will become even more
important in the future, since (1) processor speed is growing
at a faster pace than memory performance, and (2) the I/O
connections used to deliver this data to the processors have
limited bandwidth [15, 28, 53, 71]. For example, Hennessy
and Patterson estimate that since 1985 CPU performance
has grown by 50% every year whereas DRAM access times
have improved by only around 7% per year [19]. With faster
processors but similar memory latencies and bandwidths, it
becomes harder to feed the processing unit with useful input
data to run at peak speed and memory accesses become
relatively more expensive. (In the literature this problem is
typically referred to as the increasing Memory-Processor
Performance Gap.) In addition, modern applications are
putting stronger demands on the memory system as data
sets grow larger [1, 36] and object-oriented and pointerbased programs with irregular access patterns and automatic memory control are becoming more and more important
We can address the problem of increasing memory
access costs in two ways. Processor-centric optimizations
like prefetching, speculation, multilevel caches and out-oforder execution aim to better cope with the existing bandwidth and latency, for example, by exploiting locality in
access patterns. They tend to make things worse, however, if
the executed application does not express the expected regularities, which is often the case with modern object-oriented
and pointer-based programs. Especially during GC,
memory access follows pointer chains and can be very
irregular. The cache hit rate can actually deteriorate in the
presence of GC because every iteration evicts all application related entries from the cache. Even worse, GC itself
has a poor hit rate since most algorithms dereference each
pointer only once during each GC phase, thus defeating the
advantage of caching data.

In contrast, memory-centric approaches hand attempt
to move at least part of the computation closer to the data
it processes, thus actively improving latency and bandwidth. This concept is represented by a new breed of hardware, Active Memory [6, 16, 17, 23] (or the closely related
Active Disks [1, 22]) which aims to enhance the memory
unit with computational logic so that it can take over some
or all of the processor’s work. Often, Active Memory is
implemented by integrating additional logic into the
DRAM chip, thus allowing the main processor to offload
small functional units called memlets1 to be computed
directly in memory. For example, the Active Pages model
proposed by Oskin et al. [16] suggests assigning a small
embedded processor or an array of FPGAs to every 512
Kbytes of DRAM.
We believe that GC is very likely to benefit from Active
Memory. Most GC algorithms are composed of highly
repetitive and simple components which can easily be
offloaded to an in-memory processor. This is especially
true for non-incremental algorithm that stop the actual
application (mutator) during the duration of the collection.
By delegating GC to Active Memory, one could not only
reduce the amount of data passed between processor and
memory but also parallelize the inner loop of the collector.
We therefore suggest to study the suitability of Active
Memory to support automatic memory management (i.e.,
garbage collection or simply GC). The ultimate goal of
this study is to show that garbage collection—which we
believe is crucial for runtime performance and thus
deserves special effort—will benefit significantly from the
existence of an Active Memory approach in the spirit of
Active Pages.
We are currently working on a hardware simulator that
would allow us to empirically evaluate the impact of
ARAM (our Active Memory model) on the performance
of garbage collection in a high-performance Java Virtual
Machine. With the help of this simulator, we hope to
demonstrate that and how garbage collection can profit
from the presence of Active Memory. Moreover, we plan
to design a suite of GC algorithms partitioned for ARAM
and to analyze the impact of software decisions related to
partitioning, page size, allocation strategy, etc.
To the best of our knowledge, none of the groups
working on Active Memory has made an attempt yet to
utilize this architecture for garbage collection or even for
language support in general. The idea of Active Memory
is still relatively new and few proposals have actually been
implemented to date. Those that were evaluated—either
1 None of the current proposals actually uses the term memlet.
However, Acharya et al. [1] refer to disklets as code that is offloaded and
executed on disk. Accordingly, we refer code that is executed in memory
as memlets.

by simulation or with a prototype—were usually tested
with relatively regular applications from the areas of databases, image processing and arithmetic computation only.
Although these studies generally show promising
speedups for the selected type of applications as well as
technical feasibility of Active Memory hardware, further
tests with more sophisticated programs are required to
show general applicability.

2.

Active Memory

Since the research community became interested in
Active Memory architectures a few years ago, several
models have been proposed. Most approaches differ
significantly in terms of expected benefits, targeted applications, design complexity, software effort, and technical
feasibility. Unfortunately, a thorough discussion of some
of these proposals would exceed the scope of this paper.
Instead, in this section we sketch an independent model
that represents our understanding of Active Memory and
serves as a baseline for our project.
Although this model—which we name ARAM—is
derived from Active Pages, a model suggested by Oskin et
al. [16], it attempts to be more general than that. Despite
the ongoing work of several research teams, many aspects
of active memory design are not fully understood yet. Part
of our planned work is to investigate various hardware
modifications and their impact onto GC behavior. Therefore, the ARAM model is meant to eventually cover a
large design space. Nevertheless, to provide a first intuitive notion of ARAM and its capabilities we describe a
rather concrete incarnation in this section.

2.1 ARAM
The ARAM model described in this section is based on
two fundamental principles: (1) traditional applications
that do not define memlets must execute—with similar
performance—on an ARAM machine (no harm for
anybody) and (2) applications that were modified to use
memlets must experience a noticeable speedup (better for
some). Although the model leaves many issues to be
resolved in later design phases, it aims to provide enough
detail so that any ARAM implementation will follow
these two guidelines.
As in most current computer architectures, our model
consists of a main processor (sometimes also called host
processor), a set of ARAM chips that are physically separated from the main processor, and a memory bus to
connect both units. The model includes a (multilevel)
memory hierarchy with caches and virtual address spaces
to allow fast access for applications with good locality. At
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Figure 1. ARAM Architecture

the first sight, an ARAM chip resembles conventional
DRAM; but unlike in DRAM, the available storage space
in ARAM is divided into one or more units (regions)1 of
equal size. Oskin et al. [16] found 512 Kbyte regions to be
most practical for the available hardware. A small
embedded RISC processor called In-Memory Processor
(IMP) is assigned to each unit. To obtain optimal latency
and bandwidth, the physical chip layout determines the
association between regions and their associated processors. Most likely, the user will be unable to dynamically
modify either region size or region-processor association.
We assume that the main processor can access an
ARAM cell almost as fast as a cell in a comparable
DRAM chip. (Synchronization between main processor
and IMP might add a small overhead, though.) As in
DRAM, the costs for accesses by the main processor can
vary within a certain range depending on the accessed
location. But for accesses initiated by memlet code on a
certain IMP, the situation is more complex as it most likely
depends much more on the accessed memory location
relative to the IMP: here we assume that an IMP can
access data residing in its own region (called intra-region
access in the remainder of this document) with significantly shorter latency and larger bandwidth than the main
processor. In fact, one of the motivations for transforming
memory intensive functions into memlets is to replace
main processor accesses with cheaper intra-region IMP
accesses. However, accesses to locations that currently
belong to the region of another IMP on the same chip
(inter-region, intra-chip accesses) are likely to be more
expensive, although probably still competitive with a
conventional main processor access. Any access issued by
1

We use the term region rather than (active) page to describe the
memory unit directly associated with a single IMP to emphasize the
difference between a region/active page and an OS page (i.e. virtual
memory page). Active memory is not meant to replace the virtual
memory system; usually, regions cover several OS pages.

an IMP and directed to a location on another physical chip
(inter-chip accesses) will be penalized most. We expect
this type of access to be significantly more expensive than
a direct access from the main processor.
Note that implementation details as well as actual and
relative access costs remain open at this point. Most of
these aspects depend on technical conditions and cannot
yet be determined anyway. However, any actual ARAM
implementation should be guided by two principles: (1)
applications that do not use memlets should not suffer
from the new architecture and (2) those that do, should
experience noticeable speedups due to off-loading of
memlets. Therefore, no matter how the final cost model
will look, the main processor must be able to access
ARAM almost as efficiently as DRAM and IMPs must
access at least data in their own domain significantly more
efficiently.
Finally, a modified operating system (OS) must
provide the traditional OS functionality in combination
with ARAM support. For example, it will be in the responsibility of the OS to set up, invoke and manage the
memlets (section 2.2 sketches an example API), to
synchronize IMPs and main processor, to deliver
messages between the processors, to maintain consistency
between cache and ARAM, and to maintain a virtual
memory system on top of ARAM. The last point is necessary because unlike traditional memory systems, which
use only physical addresses, memlet code contains virtual
addresses. Consequently, somebody—either the main
processor or the IMPs themselves—must be able to
resolve these virtual addresses within the memory system.

2.2 Programming Model
The user interface of ARAM provides the standard
virtual memory interface extended by a set of functions to
allocate regions, define memlets, bind them to a region or
a group of regions and activate them. It is in the responsibility of the user to partition an application, i.e. write
memlets and invoke them from the code. We use a functional model for this proposal since it seems to be the
easiest to integrate into an existing system.
Note that the purpose of this programming model is to
help understand the requirements of memlets and application code and to design GC algorithms independent from
actual decisions about the underlying hardware. It is
meant as an abstraction that hides away hardware details
such as region-IMP association and must be general
enough to express all GC needs. However, by no means
does it determine an actual ARAM implementation.
The user defines memlets as special functions together
with the actual application. A memlet operates on a
domain given as function parameters during invocation.

For now, domains always correspond to one ARAM
region; rather than providing a domain parameter with
every memlet invocation, the user can bind it to a certain
IMP up front. A memlet is invoked by a special instruction
such as a store to a memory-mapped device. It can receive
as many arguments as it needs. For example, the stored
address could point to a memlet header with function
pointer, arguments, and IMP identifier. Whenever an IMP
detects a write to the magic location, it retrieves this array,
determines function and arguments and invokes the
memlet. On termination, the memlet sends a signal back to
the main processor.
When executing memlet code, the IMP hardware
resolves addresses and communicates with other IMPs on
the same chip using some protocol. The IMP also provides
instructions to indicate the physical location of an address
(to determine the access costs). Any memlet can access
the entire virtual address space, although accesses to
remote locations might be disproportionately expensive.
While intra-chip accesses may be resolved in hardware,
off-chip accesses might involve software protocols and
use the main CPU to relay data to another ARAM chip.
While slower than hardware, a software solution would
considerably reduce the complexity of ARAM-based
systems by eliminating the need for inter-ARAM bus
logic.

3.
Why GC is Likely to Profit From Active
Memory
All garbage collectors perform the same basic task:
they determine the set of reachable (i.e., live) objects and
reclaim the storage used by all unreachable (dead) objects.
Most GC algorithms (with the exception of reference
counting) do this by periodically analyzing a snapshot of
the heap to detect and reclaim objects that are not longer
reachable. Consequently, the collector needs to access all
(live) objects, but on each object performs very little
computation before it starts visiting the children.1 This
makes GC inherently memory-intensive. In addition,
accessing objects by following a pointer chain leads to a
very irregular access pattern where each object is visited
only once in each phase. Therefore, caches often perform
poorly for GC.
Preliminary results from a small study of the effect of
garbage collection on cache performance of a Java VM
indicate that garbage collection related activity has a
significantly higher L1 miss rate than the actual application code (8-16% for GC vs. 6-9% for the application).
They also show that the JDK1.1.5 spends up to 30% of its
1

In this respect GC resembles a pointer chase problem.

time in garbage collection, which makes good GC performance all the more important. Write misses, although
generally not as critical as read misses, rise to about 28%
for one application (javac).2
To benefit from Active Memory, an application must be
partitionable so that enough computational work
involving memory accesses can be offloaded and parallelized. We are convinced that GC algorithms generally
fulfill this requirement since most memory activity occurs
in a tight inner loop. In terms of computational
complexity, this loop is simple enough to be offloaded to
an IMP with limited power. Although several algorithms
require scratch space, one can usually define an upper
bound. The inner loop is also likely to benefit from parallelization; for example, Endo et al. [7] studied a parallel
mark-sweep collector and reported a significant speedup
for parallel marking with work stealing in a shared heap.
Parallelization can become a problem for ARAM if the
application contains a high number of inter-region references. In the worst case, every single step could require
inter-region communication (e.g., if a chain of pointers is
spread over several regions). However, we believe that his
risk can be reduced by (1) dividing the heap over regions
in accordance to the access order imposed by the collector
scheme (e.g., generational GC, Train Algorithm) or (2) by
instrumenting a copying collector to rearrange objects in
order to reduce region-crossing references.
Finally—at least at this point—partitioning an application to use ARAM is awkward and requires some internal
knowledge. However, GC is part of the runtime system,
written by a language implementor. Unlike the end user,
these system experts can justify spending a great deal of
time with low-level optimizations as it will pay off
multiple times later during runtime.
To summarize our arguments, we believe that good GC
performance is crucial for state-of-the-art OO systems and
that memory latency and bandwidth is a significant factor
in GC overhead. The overall structure of most GC algorithm is simple, highly repetitive, and memory intensive.
Therefore, most algorithms can naturally be divided into
memlets executed in ARAM, which would parallelize the
collection, improve latency and bandwidth for offloaded
memory accesses, and greatly reduce the amount of data
2

In most of these experiments we ran the optimized JDK1.1.5
executing memory intensive programs from the SPECjvm98 benchmark
suite on a 147 MHz UltraSPARC-I with 16 Kbytes L1 and 512 Kbytes
L2 caches. The UltraSPARC family provides hardware registers to count
some basic events during execution at no additional costs. By polling
these counters before and after each GC one can observe cache access
and miss rates of a life application with virtually no impact on the
application’s performance.
Since polling hardware counters requires modifying source code, we
have not yet repeated the same experiments for a more competitive JVM.

transferred to the main processor. This is especially
important for GC performance since conventional
methods to improve memory performance such as caches
do not always suffice for this type of algorithms.

4.
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Abstract
In recent years, processor speed has become increasingly
faster than memory speed. One technique for improving
memory performance is data prefetching which is successful in array-based codes but only now are researchers applying to pointer-based codes. In this paper, we evaluate a data
prefetching technique, called greedy prefetching, for tolerating latency in Java programs. In greedy prefetching, when a
loop or recursive method updates an object o, we prefetch
objects to which o refers. We describe inter- and intraprocedural algorithms for computing objects to prefetch and
we present preliminary results showing its effectiveness on
a few, small Java programs. Prefetching improves performance, but there is significant room for further improvement.

1. Introduction
Modern processor speeds continue to significantly outpace
advances in memory speed. Even though modern processors
use deep memory hierarchies, the disparity between processor and memory speeds results in an under utilization of resources due to memory bottlenecks.
Software controlled data prefetching is a technique for improving memory performance by tolerating latency in the
memory hierarchy. Compilers statically analyze programs
and insert prefetch instructions to load data into the cache
prior to use. Previous research shows the benefits of software prefetching techniques in array-based scientific programs [4, 14, 2, 13]. Prefetching in array-based codes is simpler than in pointer-based codes. Given an array, the size of
each element and a regular access pattern, the compiler can
compute the address of any element in the array and schedule
prefetches to elements in a loop that will be accessed in future
iterations. Array-based codes are also amenable to analyses
which allow compilers to restructure loops, using techniques
such as loop tiling, to improve spatial and temporal locality.
Recent work uses prefetching for programs with dynamically
allocated data structures [11, 12, 16]. However, this work
only considers C programs.
Compilers cannot use the same approach in pointer-based
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codes because separate dynamically allocated objects are disjoint and the access patterns are less regular and predictable.
Given an object o, we know the address of objects that o references and cannot prefetch arbitrary objects without following
pointer chains.
In this paper, we evaluate one simple prefetching technique, called greedy prefetching, on Java programs. Luk
and Mowry introduced and evaluated the greedy prefetching
algorithm for recursive data structures in C programs [12].
We investigate the applicability and effectiveness of greedy
prefetching for Java programs. Our specific contributions include a new intra-procedural data flow analysis for finding
objects to prefetch, the use of an inter-procedural analysis to
improve our analysis in the presence of recursion, and a preliminary evaluation on object-oriented programs.
Object-oriented programs pose analysis challenges because they mostly allocate data dynamically, contain frequent
method invocations, and often implement loops with recursion. We use Vortex, a compiler containing advanced analyses specifically tailored for object-oriented languages [9].
Our preliminary results indicate that greedy prefetching is
effective on a few, small object-oriented programs. Also,
class analysis and method inlining enable effective greedy
prefetching. We plan to implement more sophisticated
prefetching techniques in the future.

2. Related Work
In this section, we give a brief summary of related work for
improving memory performance of pointer-based codes. Previous work investigating prefetching on pointer-based codes
only uses C programs.
Lipasti et. al., present one of the initial evaluations of
prefetching pointer-based codes [11]. The technique, called
SPAID, generates prefetch instructions for function arguments prior to calls. Results show cache miss rate improvements on several programs.
Luk and Mowry introduce and evaluate the greedy
prefetching algorithm using C versions of the Olden benchmarks [12]. The main contribution of our work is to use
data flow algorithms rather than a loop-based approach and
we extend the analysis for object-oriented features. Our preliminary results show similar performance results to Luk and
Mowry on Java programs. Luk and Mowry also introduce
history based prefetching and data linearization, and present
limited results on hand optimized examples. Roth and Sohi











class SList
class DList
class Tree
int
data;
int
data;
int
data;
SList next;
DList next, prev;
Tree left, right;
int sum()
int sum()
int sum()
prefetch(next);
prefetch(next);
prefetch(left);
if (next != null)
// prefetch(prev);
prefetch(right);
return data + next.sum();
if (next != null)
int s = data;
return data;
return data + next.sum();
if (left != null) s += left.sum();
return data;
if (right != null) s += right.sum();
return s;









Figure 1. Prefetch examples for singly linked list, doubly linked list, and binary tree
evaluate a hardware/software prefetching approach for tolerThe greedy prefetch algorithm consists of two parts; a
ating memory latency in pointer-based codes [16]. The tech- phase which finds objects to prefetch followed by a phase
nique uses jump-pointer prefetching which is an extension of which schedules the prefetch instructions. The algorithm is
Luk and Mowry’s history-pointer technique. Roth and Sohi greedy because we do not perform any analysis to determine
present results using the C version of the Olden benchmark if an object is already in the cache and we try to prefetch as
suite. We intend to extend these techniques for Java in the much as possible. Our algorithm uses both intra-procedural
future.
and inter-procedural data flow analysis to find object traverSeveral researchers improve the memory performance sals in loops and recursive calls.
of pointer-based programs by rearranging data at run time 3.1. Detecting Recurrent Object Updates
[3, 6, 7, 8, 18]. Rubin, Bernstein, and Rodeh combine data
A recurrent object update is a statement of the form, o
reorganization and a different type of greedy prefetching to
=
o.next,
occuring in a loop or recursive method call. In
improve performance on a small C kernel [17].
Figure 1, next.sum() and left.sum() are examples of
recurrent object updates occurring in recursive calls.
3. Greedy Prefetching
Detecting recurrent object updates is similar to finding
We extend Luk and Mowry’s algorithm for prefetching
loop induction variables. Previous algorithms for finding inobject-oriented languages such as Java. During the traverduction variables are either loop based [1] or use static single
sal of a linked data structure, greedy prefetching attempts to
prefetch objects that will be accessed in the future. Its major assignment (SSA) form [19]. We present a traditional data
flow analysis approach to finding recurrent object updates.
limitation is that it can only schedule prefetch instructions for
The algorithm for detecting recurrent object updates reobjects directly connected to the current object.
quires both intra- and inter-procedural analysis. The intraFigure 1 shows simple class definitions for a singly linked
procedural analysis phase detects recurrent object updates in
list, a doubly linked list, and a binary tree (we use the examloops. The inter-procedural analysis detects recurrent object
ples to illustrate greedy prefetching and not as good examples
updates in recursive method calls. Luk and Mowry do not
of object-oriented programming). Each class contains a sum
perform inter-procedural analysis and only identify self remethod which adds the elements in the data structure. In the
cursive calls.
example, we insert a prefetch instruction for the next object in
Our intra-procedural data flow analysis is a forward, iterthe linked list. We cannot prefetch objects further ahead beative traversal that uses a three stage lattice to capture recurcause we do not know the address of future objects. Prefetchrent object updates at each point in the program. We define a
ing two objects ahead, prefetch(this.next.next),
function to map each object to a lattice value at each point in
requires the address of this.next which is unknown until
the program.
the program dereferences this.
Achieving the full benefits of prefetching requires the Not recurrent. The top element indicates an object is not recurrent.
computation time between the prefetch and use of the obPossibly
recurrent. The first time we process an object it is
ject to be greater than or equal to the memory access time to
potentially
recurrent.
completely hide the latency. However, even if the computaRecurrent. The bottom element indicates an object is recurtion time is less than the memory access time, the prefetch
rent.
can partially hide the latency. In the linked list example, we
At each store expression in the program, we define a transonly partially hide the read latency of next if the cost of the
addition and function call is less than the cost of a memory fer function which assigns objects to lattice values.
access. Similarly, we typically only partially hide the latency
of the prefetch of left in the binary tree example. However,
since we also prefetch right, we may completely hide its
memory cost.



If the store expression is a field assignment of the form
o = p.next, when next is an object reference and p
is not recurrent, then we mark o possibly recurrent. If p
is possibly recurrent, then o is recurrent.

Table 1. Olden Benchmark Suite
Name
mst
perimeter
treeadd
tsp
voronoi



Main Data Structure(s)
array of lists
quad tree
binary tree
binary tree, linked list
binary tree

LOC
206
219
66
273
612

Methods
39
44
11
15
89

Bytecode Len.
1452
1717
474
1711
4138

Inputs
512 nodes
4K x 4K image
1M nodes
60,000 cities
20,000 points

Inst. Issued
406M
239M
264M
1106M
1043M

Total Memory
10.4MB
4.3MB
24.3MB
7.2MB
19.5MB

If the store expression is an object assignment, o = p, 3.3. Inter-procedural Algorithm
then assign the value of p to o.
We use an inter-procedural algorithm to find recurrent obFor all other store expressions, o = expr, we assign ject updates occurring in recursive method calls. Using an
the value not recurrent to o.
inter-procedural data flow analysis is an extension of Luk and
At termination, objects at each program point belong to one Mowry’s original algorithm which is only able to detect self
of the 3 lattice values. The data flow merge function en- recursive function calls.
The inter-procedural algorithm is a top-down, contextsures the ordering
.
sensitive traversal of the call graph. A context-sensitive alWe use the possibly recurrent value to detect looping gorithm enables the analysis phase to determine the fields
structures. The first time we analyze a loop, an object, o, used in recurrent object updates. A context-insensitive aloccurring on the LHS of a field reference becomes possibly gorithm cannot track the recurrent fields because distinct
recurrent (e.g., o = b.next). On the second iteration of method calls are treated similarly. For example, in Figure 1,
the analysis, the object becomes recurrent if the base object a context-sensitive analysis determines that this.left
of the field reference (i.e., b) is also possibly recurrent. If b and this.right are both recurrent fields in the recursive
is not recurrent, then o’s value remains the same. The algo- method, sum. A context-insensitive analysis only analyzes
rithm incorrectly marks objects in loop invariant expressions sum once and will not determine that both left and right
as recurrent (e.g., t in o=p.next; t=o.next). Moving are recurrent fields.
The inter-procedural analysis uses our intra-procedural
loop invariant expressions out of loops eliminates this probanalysis to compute the recurrent objects within a procedure.
lem.
We also track the fields used in the recurrent object up- At each call site, we map the recurrent lattice values from
dates. In Figure 1 for example, we record that next is each actual to each formal. Then, we analyze the method usthe only field involved in the recurrent object update for the ing the intra-procedural analysis. Recursive calls cause the
analysis to iterate until the recurrent status of the formals
traversal of the doubly linked list.
reaches a fixed point.
3.2. Scheduling Prefetch Instructions
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We greedily schedule prefetch instructions for objects our
algorithm finds recurrent during the analysis phase. We insert
prefetch instructions at the earliest point when we know the
base object is not null. The intra-procedural class analysis in
Vortex indicates when objects are not null. In Figure 1, the
this pointer is the base object and we know it is not null
upon entering sum.
The scheduling phase uses the field information the analysis phase computes to only schedule prefetches for fields
involved in recurrent object updates. For the doubly linked
list in Figure 1, we only generate a prefetch of the next field
and not the prev field. Luk and Mowry’s algorithm generates both prefetches since they do not track the fields used in
the recurrent updates.
During scheduling we perform a simple alias analysis to
ensure the scheduler only generates a single prefetch instruction for groups of aliased recurrent objects. Temporary objects cause aliases when used in sequences such as
p=o.next; o=p;. In a loop, we mark both o and p as
recurrent, but we only generate a prefetch for one of the objects.

3.4. Summary of Extensions for Java
Object-oriented languages contain features which are potentially problematic for the greedy prefetch algorithm. We
believe inter-procedural analysis improves the effectiveness
of greedy prefetching because object-oriented programs often
use recursion to express looping constructs. In Figure 1, the
sum method uses recursion to sum the objects in the linked
list. In C, programmers typically use a while statement for
the same function.
To improve the effectiveness of greedy prefetching in Java,
we run our algorithm after performing class hierarchy analysis and inlining. One use of class hierarchy analysis enables
virtual method invocations to be transformed into direct function calls which improves our inter-procedural analysis and
also improves inlining [10]. We rely upon inlining to remove
unnecessary method calls that encapsulate references to potential recurrent fields. The following is a typical Java code
sequence for traversing a linked list.



Enumeration e = list.elements();
while (e.hasMoreElements())
List l = (List)e.nextElement();
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Figure 2. Performance of Greedy Prefetching
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Figure 3. Prefetch Effectiveness
// computation involving l

If list is a linked list with a next field, then the expression
e.nextElement hides the access of l.next and the expression e.hasMoreElements hides the test for null.
Inlining eliminates the calls to hasMoreElements and
nextElement.
In the absence of inlining, we can extend the interprocedural data flow analysis to track methods returning
fields and use the information to check for recurrent objects.
We plan on extending our analysis in the future, but inlining
appears to provide most of this benefit.

4. Experimental Results
We implement the greedy prefetching algorithm in the
Vortex optimizing compiler [9]. We use Vortex to compile
Java programs, perform object-oriented and traditional optimizations, and generate Sparc assembly code.
We present preliminary results using several programs
from the Olden benchmark suite [5]. Researchers have used
the Olden suite to evaluate optimizations for pointer-based
programs [7, 12, 16]. Table 1 lists the Olden benchmarks we
use in our experiments along with characteristics about each
program. We translated the programs, originally written in C,

to Java using an object-oriented style. We compile the programs using JDK 1.1.6. The lines of code (LOC) number
excludes comments and blank lines. The bytecode length is
the size of the code segments in bytes and not the number
of instructions in the programs. We compute the total memory using totalMemory() and freeMemory() from the
Runtime class. We disable garbage collection during all our
experiments.
We use RSIM to perform a detailed cycle by cycle simulation of our programs [15]. RSIM models a modern out-oforder processor based upon the MIPS R10000. The default
processor runs at 300 MHz, issues up to 4 instructions per
cycle, and has a 64 entry instruction window. The functional
units include 2 ALU, 2 FP, 1 branch, and 2 address units. The
instruction window has 64 entries. We use the default values
for most of the parameters except for the cache hierarchy. The
following table lists the memory hierarchy RSIM parameters
we use in our experiments. The default cache sizes are small
for modern processors, but match our data sizes and decrease
simulation times.
L1 Cache
L2 Cache
Request Ports
Line Size
L1/L2/Mem hit time
Cache Miss Handlers (MSHR)

16 KB, direct WT, split
64 KB, 4-way, WB, unified
2
32 B
1/12/60 cycles
8,8 (L1, L2)

Figure 2 shows preliminary performance results of greedy
prefetching. We normalize the results to the execution time,
in cycles, of the programs when we do not perform prefetching. We use the RSIM convention to account for busy and
stall cycles. We mark a cycle busy if the processor retires
4 instructions (the maximum). Otherwise, the first instruction that cannot be retired by the cycle accounts for a stall.
Figure 2 shows improvements of 3% (mst), 6%, (perimeter),
12% (treeadd), and 1% (tsp, voronoi). Improvements are
due to fewer load stalls in the programs. Even after prefetching, the percentage of load stalls remains quite high.
Figure 3 provides insight into the effectiveness of
prefetching by dividing the prefetches into various categories.
A useful prefetch arrives on time and is accessed. The latency
of a late prefetch is only partially hidden because a cache
miss occurs while the memory system retrieves the datum.
The cache replaces an early prefetch before the use of the
datum. An unnecessary prefetch hits in the cache or is coalesced into an MSHR. Figure 3 categorizes the prefetches
for both L1 and L2 prefetches. We scale the graph for the
L2 prefetches to the percentage of requests to the L2 cache.
Useful, late, and early prefetches require accesses to the next
level in the memory hierarchy. For each program, prefetches
to the L1 cache contain a small number of useful and late
prefetches. However, many of the prefetches are unnecessary
because they hit in the L1 cache. Most prefetches are early in
the L2 cache because the cache is small, unified, and writeback so much of the data are replaced.

-

Table 2. Cache Statistics with and without Prefetching
Program
mst
perimeter
treeadd
tsp
voronoi

w/pf
w/pf
w/pf
w/pf
w/pf

Reads
(M)
13.5
14.2
30.4
30.4
11.5
11.3
106.3
126.4
113.8
113.3

L1 Hit
(%)
78.3
81.5
95.9
96.8
81.6
85.2
97.4
96.5
93.6
93.8

L1 Miss (%)
conf.
cap.
coal.
0.6
13.8
7.3
0.6
8.9
9.0
0.9
0.9
2.3
0.6
0.7
1.9
0.1
7.1
11.2
0.1
1.4
13.3
0.6
1.0
1.0
1.0
0.7
1.8
1.5
2.2
2.7
1.4
2.1
2.7

L2 Hit
(%)
35.8
43.8
53.4
53.0
3.1
14.0
50.1
77.2
59.0
56.9

Table 2 lists several important cache statistics for each program with and without prefetching. We divide the miss statistics into conflict, capacity, and coalesced misses (cold misses
are insignificant). A coalesced reference misses in the cache,
but hits in a MSHR. The table also displays statistics on the
number of static and dynamic prefetches. The static prefetch
numbers do not include 23 prefetch instructions the compiler
inserts into the Java library code. In general, prefetching improves the hit rates and reduces capacity misses.

5. Conclusion
Traditional compiler algorithms for improving the cache
performance are difficult to perform on languages that
mostly allocate memory dynamically. Compiler inserted data
prefetching is an effective technique for tolerating latency,
even in pointer-based programs. In this paper, we evaluate
the usefulness of prefetching in Java programs. We present
an intra- and inter-procedural algorithm for a simple prefetching algorithm, called greedy prefetching. Our preliminary results show improvements due to prefetching. However, our
results indicate that there is room to improve prefetching effectiveness in Java programs because many prefetch instructions hit in the cache. We plan to continue investigating better
prefetching algorithms for Java.
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instruction sets such as MMX and 3D-now as extensions to
basic functionalities. The rationales behind such approaches
are obvious. First, space and cost limitations are no longer
issues. High-density chips can be manufactured cheaply in
current semiconductor technology. Second, these application
specific instruction sets are included to alleviate
performance bottlenecks in the most commonly used
applications such as 3-D graphic rendering and multimedia.
These rationales closely follow the corollary of Amdahl’s
law: Make the common case fast. Amdahl’s Law reminds us
that the opportunity for improvement is affected by how
much time the event consumes. Thus, making the common
case fast will tend to enhance the performance better than
optimizing rare cases [7]. Since the biggest merit of
hardware is speed, the significant speedup can be gained
through hardware implementations of common cases.

Abstract
Automatic Dynamic Memory Management (ADMM) allows
programmers to be more productive and increases system
reliability and functionality. However, the true
characteristics of these ADMM algorithms are known to be
slow and non-deterministic. It is a well-known fact that
object-oriented applications tend to be dynamic memory
intensive. Therefore, it is imperative that the programmers
must decide whether or not the benefits of ADMM outweigh
the shortcomings. In many object-oriented real-time and
embedded systems, the programmers agree that the
shortcomings are too severe for ADMM to be used in their
applications. Therefore, these programmers while using
Java or C++ as the development language decide to
allocate memory statically instead of dynamically. In this
paper, we present the design of an application specific
instruction extension called Dynamic Memory Management
eXtension (DMMX) that would allow automatic dynamic
memory management to be done in the hardware. Our highperformance scheme allows both allocation and garbage
collection to be done in a predictable fashion. The allocation
is done through the modified buddy system, which allows
constant time object creation. The garbage collection
algorithm is mark-sweep, where the sweeping phase can be
accomplished in constant time. This hardware scheme would
greatly improve the speed and predictability of ADMM.
Additionally, our proposed scheme is an add-on approach,
which allows easy integration into any CPU, hardware
implemented Java Virtual Machine (JVM), or Processor in
Memory (PIM).

As the popularity of object-oriented programming and
graphical user interface increases, applications become more
and more dynamic memory intensive. It is well-known
among experienced programmers that automatic dynamic
memory management functions (i.e. allocation and garbage
collection) are slow and non-deterministic. Since objectoriented applications prolifically allocate memory in the
heap, it is also no coincident that such applications can run
up to 20 times slower than the procedural counterparts. A
study has also shown that Java applications can spend 20%
of the execution time in dealing with dynamic memory
management [1]. Unlike stack or queue, heap is not a welldefined data structure. Allocating memory in the heap often
requires some form of search routines. In software
approaches to heap management, searching is done in
sequential fashion (i.e. linked list search). As the number of
existing objects grows, the search time would grow linearly
longer as well. Studies have shown that applications written
in C++ can invoke up to ten times more dynamic memory
management calls than comparable C applications [10].
Apparently, dynamic memory management is a common
case in object-oriented programming. With Amdahl’s
corollary in mind, the need of a high-performance dynamic
memory manager is obvious.

index terms: automatic dynamic memory management,
real-time garbage collector, mark-sweep garbage collector,
instruction extension, object-oriented programming

1.

Introduction

By early 2000s, many industrial observers predict that
the VLSI technology would allow fabricators to pack 1
billion transistors into a single chip that can run at GigaHertz clock speed. Obviously, the challenge is no longer
how to make billion-transistor chips, but instead, what kind
of facilities should be incorporated into the design [5]. The
current trend in CPU design is to include application specific

Deterministic turnaround time is a very desirable trait for
real-time applications. Presently, software approaches to
automatic dynamic memory management often fail to yield
1

predictable turnaround time. The most often used software
approach in maintaining allocation status is sequential fit or
segregated fit. These two approaches utilize linked-list to
keep the occupied chunks or free chunks. With linked-list,
the turnaround time often relates to the length of the list. As
the linked-list becomes longer the sequential search time
would grow longer as well [9]. Similarly, the software
approaches to garbage collection also yield unpredictable
turnaround time. Basically two of the most common
approaches for garbage collection are mark-sweep and
copying collector. In both instances, the turnaround time is
not deterministic.

for marking during the garbage collection (X bit-map). It is
necessary to place these three bit-maps together all the time,
since searching and modification to these three bit-maps are
required for each garbage collection cycle. Figure 1
demonstrates the top-level integration of the DMMU into a
computer system.
Figure 1. The top-level description of a DMMU
0 1 2 3 4 5 6 7....

A bit-vct S bit-vct X bit-vct
h_malloc /
mark / sweep
gc_ack

According to Nilsen and Schmidt, one of the ways to
achieve hard real-time performance for garbage collection is
through the hardware support [8]. In this paper, we introduce
an application specific instruction extension called Dynamic
Memory Management eXtension (DMMX) that includes
h_malloc, mark, and sweep instructions at the user-level. In
h_malloc, our high-performance allocation scheme allows
allocation to be completed in a few instruction cycles.
Unlike software approaches, our scheme is fast and
deterministic. To perform garbage collection, the mark
instruction is invoked repeatedly until all the live objects are
marked on a bit-map. Once the marking phase is completed,
the sweep instruction is called. Since we have a dedicated
hardware to perform the sweeping, this phase can be
completed in a few instruction cycles.

CPU

object_size

DMMU

sbrk/brk

O.S.
Kernel

object_pointer

Figure 1 illustrates the basic functionality of the DMMU.
First, the DMMU provides services to CPU by maintaining
the memory allocation status inside the heap region of the
running process. Thus, the DMMU must be able to access the
A bit-map, S bit-map, and X bit-map of the running process.
Similar to TLB, the DMMU is shared among all processes.
The parameters that the CPU can pass to the DMMU are the
h_malloc, mark, or sweep signal, the object_size (for the
allocation request), and the object_pointer. The operations of
the DMMU are very similar to the function calls (i.e.
malloc()) in C language. Thus, object_pointer is either
returned from the DMMU in allocation or passed on to the
DMMU during the garbage collection process. The gc_ack is
also returned at the completion of garbage collection cycle.
If the allocation should failed, the DMMU would make a
request to the operating system for additional memory using
system call sbrk() or brk().

The remainder of this paper is organized as follow.
Section 2 provides a top-level architecture of our instruction
set. Section 3 describes the internal structure of the Dynamic
Memory Management Unit (DMMU). Section 4 addresses
the architectural support issues for the DMMU. Section 5
concludes this paper.

2. Overview of the DMMX

Since the algorithms used in the DMMU are
implemented through pure combinational logic, the time to
perform a memory request or memory sweeping is constant.
On the other hand, the time for a software approach in
performing an allocation or a sweeping cycle is nondeterministic. As stated earlier, Java applications spend
about 20% of the execution time in dealing with automatic
dynamic memory management. This extensive execution
time can be greatly reduced with the use of the DMMU.

In our proposed Dynamic Memory Management
eXtenstion (DMMX), there are three user-level instructions,
h_malloc, mark, and sweep. These three instructions are
used as the communication channels between the CPU and
the Dynamic Memory Management Unit (DMMU). This
DMMU can either be packaged inside CPUs or outside. This
unit can also be included inside the hardware implemented
Java Virtual Machines (i.e. PicoJava II from Sun
Microsystems). The main purpose of the DMMU is to take
responsibility for managing heap space for all processes in
the hardware domain. The proposed DMMU utilizes the
modified buddy system combined with the bit-map approach
to perform constant-time allocation [4]. Usually, each
process has a heap associated with it. In the proposed
scheme, each heap requires three bit-maps, one for allocation
status (A bit-map), one for object size (S bit-map), and one

3.

Internal architecture of the DMMU

Inside the DMMU, three bit-vectors are used to keep all
of the object relevant information such as allocation status of
the heap, the size information of occupied blocks and free
blocks, and the live object pointers. The allocation status is
kept on the Allocation bit-vector (A bit-vector). When a
h_malloc is called, the size information is received by the

2

4.

Complete Binary Tree (CBT). This dedicated hardware unit
is responsible for locating the first free memory chunk that
can satisfy the request using the modified buddy system.
Besides locating the memory chunk, the CBT also has to
send out the address of that newly allocated memory and
updates the status of that memory block from free to
allocated. It is worth noting that while the free block lookup
is done using size index of 2n, the system only allocates the
requested size. For example, if 5 blocks of memory is
requested, the system will have to find the first free chunk of
size 8 (23). After a chunk is located, the system only
allocates 5 blocks and relinquishes the remaining 3 blocks.
Each time an object is created or reclaimed, the Size bitvector (S bit-vector) is instantly updated by a dedicated
hardware, S-Unit. The auXiliary bit-vector (X bit-vector) is
only used during the marking phase of the garbage collection
cycle. Once the marking phase is completed, the sweep
instruction is invoked. A dedicated hardware, bit-sweeper, is
used to perform this task in constant time. The internal
architecture of the DMMU is given in Figure 2.

This section summarizes the process of memory
allocation and deallocation in the DMMU. Since the bitmaps of a given process may be too large to be handled in
the hardware domain, the bit-vector, a small segment of the
bit-map, is used in the proposed system. This idea is very
similar to the idea of using TLB (Translation Look-aside
Buffer) in the virtual memory. Due to the close tie between
the S bit-map, A bit-map, and X bit-map, the term bit-vector
used in this section represents one A bit-vector (of A bitmap), one S bit-vector (of S bit-map), and one X bit-vector
(of X bit-map). Figure 3 presents the operation of the
proposed DMMU.
When a memory allocation request is received (step 1),
the
requested
size
is
compared
against
the
largest_available_size of each bit-vector in a parallel
fashion. This operation is similar to the tag comparison in a
fully associated cache. However, it is not an equality
comparison. There is a hit in the DMMU, if one of the
largest_available_size is greater or equal to the request size.
If there were a hit, the corresponding bit-vector would be
read out (step 2) and sent to the CBT [4]. The CBT is a
hardware unit to perform allocation/deallocation on a bitvector. For the purpose of illustration, we assume that one
bit-vector represents one page of the heap.

Figure 2. Internal architecture of the DMMU.
object_size input (A1)
object_pointer input (G1)
h_malloc / mark
signal input (A1, G1)

Complete Binary Tree (CBT)
Object pointers
for marking (G2)

Update allocation status (A3)

Current allocation status (A2)

S-Unit

(Size encoder)

Size bit-vector
(S bit-vector )

sweep signal input (G3)

Update
Allocation
Status (G4)

After the CBT identified the free chuck memory from the
chosen page, the CBT will update the bit-vector (step 3) and
the largest_available_size field (step 3*). The object pointer
(in terms of page offset address) of the newly created object
is generated by the CBT (step 4). This page offset combines
the page number (from step 2*) into the resultant address.

Bit-Sweeper

(G3)
(A) Steps required for allocation

object_pointer output (A2)

Allocation bit-vector
( A bit-vector )

A4,G5

Aux bit-vector
( X bit-vector )

Architectural support for DMMU

gc_acknowledge
output (G3)

(G) Steps required for garbage collection

Figure 2 depicts the sequence needed to complete the
allocation or garbage collection. For example, if an
allocation of size 5 is requested, A1s indicate the first step
needed to complete the allocation. According the Figure 2,
the h_malloc and input signal would go to logic ’1’ and the
requested size would be given to the CBT. Since the CBT is a
combinatorial hardware, the free memory chunk lookup, the
return address pointer, and the new allocation status signals
can be produced at the same time (A2s). Next, the new
allocation status is latched in the A bit-vector (A3). Since the
S-Unit is also a combinatorial hardware, as soon as the A bitvector is latched, the new size information is available to the
S bit-vector. Lastly, the new size information is latched in
the S bit-vector (A4) and the allocation is completed. The
sequence of garbage collection can also be traced in a similar
fashion.

Figure 3.The allocation and garbage collection processes of the DMMU
starting address to be freed
page number page offset
page number

largest_available_size

bit-vectors

1

A

2*

B
4

page number page offset
starting address of new object
Allocation steps:
1

free memory space request

2

bit-vector read out

2

3

C

3*

A*
CBT

D*

bit-sweeper
Garbage collection steps:
Select bit-vectors
A * starting page-offset address
A

2 * page # read out

B

3

C

bit-vector update
3 *
update largest_available_size
4
offset address of newly created object

D

marked the bit-vector

bit-vector read out
D bit-vector update
D *update largest_available_size

For the garbage collection, when the DMMU receives a
mark request, the page number of the object pointer (i.e. a
virtual address) is used to select a bit-vector (step A). This
3

process is similar to the tag comparison in cache operation.
At the same time, the page offset is sent to the CBT as the
address to be marked (step A*). The process is repeated until
all the memory references to live objects are marked. When
the marking phase is completed, the sweeping phase (step C)
would begin by reading out the bit-vectors and send them to
the bit-sweeper. The bit-weeper would keep all of the objects
where the starting addresses were provided by step A* and
update the bit-vector (step D) and the largest available size
field (step D*). The page number, bit-vectors, and the
largest_available_size are placed in a buffer, called the
Allocation Look-aside Buffer (ALB).

extensions that would allow ADMM to be fast, robust, and
can respond to the hard real-time requirement.
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The adoption of object-oriented languages such as C++
and Java in embedded system development also increases
the need for a high-performance automatic dynamic memory
manager. Industry observers predict that by year 2010, there
will be 10 times more embedded system programmers than
general-purpose programmers [2]. This prediction is also
confirmed by the surge of interests in the web-appliances
where each device is a small object-oriented embedded
system. In this paper, we introduce hardware instruction
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E>L

Java
Mathod
E<K
E=K
Interpreter

K<E<L

E=L

Dynamic
Compilation

Hardware
Macros

Compiled
Code

Processor

Configure
FPGA

FPGA

E - Execution count for method

K - Dynamic compilation threshold

L - Dynamic configuration threshold
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Exploiting Hardware Resources:
Register Assignment across Method Boundaries
Ian Rogers, Alasdair Rawsthorne, Jason Souloglou
The University of Manchester, England
{Ian.Rogers,Alasdair.Rawsthorne,Jason.Souloglou}@cs.man.ac.uk

Abstract
Current microprocessor families present dramatically
different numbers of programmer-visible register
resources. For example, the Intel IA32 Instruction Set
provides 8 general-purpose visible registers, most of
which have special-purpose restrictions, while the IA64
architecture provides 128 registers. It is a challenge for
existing code generators, particularly operating within
the constraints of a just-in-time dynamic compiler, to
use these varying resources across a number of
architectures with uniform algorithms. This paper
describes an implementation of Java using Dynamite, an
existing Dynamic Binary Translation tool. Since one
design goal of Dynamite is to keep semantic knowledge
of its subject machine localized to a front-end module,
the Dynamite code generator ignores method boundaries
when allocating registers, allowing it to fully exploit all
hardware register resources across the hot spots of a
Java program, regardless of the control graphs
represented.

1. Introduction
Current microprocessor families present dramatically
different numbers of programmer-visible register
resources. For example, the Intel IA32 Instruction Set
[1] provides 8 general-purpose visible registers, most of
which have special-purpose restrictions, while the IA64
architecture [2] provides 128 registers. In the former
case, register renaming and out-of-order issue is used in
the microarchitecture to exploit a richer resource set than
indicated by the instruction set, but the paucity of the
visible instruction set remains a severe constraint on a
just-in-time code-generator. In particular, it is difficult to
pass method parameters efficiently in registers in x86
implementations, since register pressure ensures that the
lifetimes of values in registers are so short.
In the case of RISC, and particularly EPIC [3]
architectures, the visible instruction set more closely
models the register hardware resources provided in an
implementation. Register assignment becomes viable
using a conventional approach, such as defining a
method calling sequence, involving caller-saved, calleesaved and parameter registers, and allocating local

variable and temporary registers within individual
methods.
In the distant future, it is possible that unconventional
CPU architectures may provide extremely high levels of
performance without any significant number of registers.
This disparity of hardware resources has been
addressed by designers of current Java Virtual Machines
by providing different register allocation algorithms for
(e.g.) IA32 and RISC machines. In this paper, we
describe a single register allocator appropriate to
register-rich and register-poor architectures, and we
explain how this allows us to set optimization boundaries
independently of method boundaries, giving performance
advantages.
Conventional static compilers, and existing JIT
compilers, use method-inlining, more or less
aggressively, to uncover a number of optimization
possibilities, with register assignment among them.
Inlining may have its limitations, however, and we have
found a number of cases where inlining (particularly
leaf-method inlining) does not completely address hot
regions of an application.
In this paper, we present some techniques we use to
run Java byte-coded programs on Dynamite, our existing
dynamic binary translation environment. As will be
described below, our techniques rely on optimizing
regions of code without reference to the semantic
boundaries of methods. Broadly, we claim to gain the
performance benefits of inlining, without its limitations.
We describe the Dynamite binary translation system,
its interfaces and its approach to optimization. In section
4, we show how Java programs are implemented using
the Dynamite facilities, and section 5 discusses our
preliminary results.
Previous work in register
assignment for Java programs is introduced in section 6.

2. Dynamite
Dynamite is a reconfigurable Dynamic Binary
Translation system, whose aims are to extend the “Write
Once, Run Anywhere” paradigm to existing binary
applications, written and compiled for any binary
platform. To enable the quick configuration of a
particular translator, Dynamite is constructed as a threemodule system, as shown in figure 1.

Subject
Subject
Software
Software

Front
Front
End
End

Kernel
Kernel

Back
Back
End
End

Target
Target
CPU
CPU

Dynamite

Figure 1. Dynamite Structure
The function of the major components is almost selfexplanatory: the Front End transforms a binary input
program into an intermediate representation (IR), which
is optimized by the Kernel, and the Back End generates
and executes a binary version on the target processor.
The Front End interface supports a number
of
abstractions convenient for efficient Front End
implementation, such as the “abstract register”, which
holds intermediate representations of the effects of
subject instructions. This interface is configured by an
individual Front End module, since different subject
architectures require different numbers of registers.
Two features of this front end interface are relevant to
the current discussion: firstly, the interface resembles a
RISC-like Register Transfer Language, containing no
peculiarities (such as condition codes or side-effects)
adapted for particular subject architectures. Secondly,
procedure (method) calling is achieved at a primitive
level, typically by having the front end create IR to
compose a link value in subject state space, and then
branching or jumping to the callee. Return from a
procedure is similarly implemented by having the Front
End create IR which causes a jump to be made to the
return address. Parameter passing and stack-frame
management is implemented by having the Front End
create the appropriate IR to model the subject
architecture’s requirements.
The Kernel contains about 80% of the complexity of
the translator system. It creates and optimizes IR in
response to Front End calls, and invokes the Back End to
code generate and execute blocks of target code.
Register assignment for the target machine code
generator currently takes place within the Kernel, again
using a Back End interface that is parameterized for
specific target architecture. Optimization is performed
adaptively at a number of different levels, starting with
initial translation as described below.
To achieve its performance goals, Dynamite operates
in an entirely lazy manner. An instruction is never
translated until that instruction must be executed, either
because it is a control (jump, branch, exception or call)

target, or because the immediately preceding branch has
fallen through. As instructions are decoded by the Front
End, their IR is combined until a control transfer is
encountered. During this process, the kernel performs
optimizations such as value forwarding and dead code
elimination. When the block of IR is complete, it is code
generated, executed by the back end, and cached for
subsequent reuse. After a block of target code is
executed, its successor location may either be found
within the cache, or may need translation using the same
actions.
In efficiency terms, target code blocks generated
using this initial scheme leave something to be desired.
The benefit is that the initial translation is quick, taking
only a few thousand instructions per subject instruction.
Register usage is determined by an individual Back End,
largely as a result of the method calling sequence
mandated by the static compiler used to compile
Dynamite. Target registers are used to store temporary
results within the block, but existing Back Ends preserve
all subject register values in target memory at the
boundary of basic blocks.
More optimization and higher quality code generation
are triggered when an individual target block is executed
more frequently than a dynamic execution threshold.
This event causes the kernel to create a group containing
this and related blocks in a hot region, and to optimize
this Group Block as a single entity. Group Blocks may
span arbitrary boundaries in the subject machine:
indeed, in other applications, Dynamite optimizes across
programs and their procedures, static and dynamicallylinked libraries, OS Kernels, and across different virtual
machines.
Within a Group Block, the Dynamite kernel examines
the existing control flow of the region, identifying certain
blocks as entry and exit blocks, and performing value
propagation and dead-code elimination across the entire
group. The control flow is used to straighten the
conditional branches and eliminate jumps within the
group, so that frequent cases fall through, minimizing
taken branches and maximizing I-cache utilization.
Code generation for a Group Block occurs next. To
avoid the expense of an iterative algorithm, a very simple
incremental register allocation algorithm is used.
Starting with the target block, operands are allocated to
registers (if the target machine architecture requires), and
operation results are allocated to registers if they are to
be reused. As the register set is exhausted, spill code is
generated to relinquish previously allocated registers for
new operations. Register allocations are carried across
basic block boundaries, and the act of code generating
from the most- to the least-frequently executed blocks
within the group ensures that spills are minimized.
We emphasize that during this code generation
process, all abstract registers and target registers are
treated symmetrically. We do not distinguish between

registers used to pass parameters, those used to carry
visible results, and those used to hold temporary values.
In this way, we can code generate a region containing
multiple procedure call and returns as efficiently as one
containing just a portion of a large procedure.
The final stage of code generation is to generate stubs
for the entry and exit blocks, which need to load abstract
register values into target registers and compute and store
exit values from the group block.
This group-block creation phase can be invoked and
re-invoked any number of times during program
execution, creating larger and smaller groups of basic
blocks, always independent of method boundaries, as the
subject program proceeds through its execution.

3. Implementing Java
The critical design decisions when implementing
Java using Dynamite are the mapping of JVM registers,
local variables, and the stack to the relevant Dynamite
objects, namely abstract registers .
To allow Dynamite to optimize across different Java
methods, we need to map multiple stack frames
simultaneously to different abstract registers. Two
schemes were considered for doing this.

3.1 Sliding frame
On entering a method the front-end would create a
frame within the abstract registers. The arguments to the
method (stored at JVM local variable 0 upwards) become
the base for the frame. After the local variables the return
address is held in the next available abstract register. The
JVM stack is held at the end of the frame. However,
studies [4] show that the stack is usually empty on basic
block boundaries. The purpose of the stack in the frame
is therefore to hold onto stack values that occasionally
span basic blocks and to pass arguments to called
methods. The arguments could become part of the next
frame by overlapping the stack part of the caller’s frame
and the local variable part of the callee frame.
Unfortunately, the problem with this scheme is that
the IR for an individual method needs to refer to specific
abstract registers. This fixes its translation to a particular
stack depth. If the same method is called at a different
stack depth, we need to re-translate it for this new depth.
This is particularly expensive for recursive methods. We
could possibly generate special case translations for
recursive methods and fall back on a scheme that saves
the frame to memory on a method call. Otherwise, for
methods that are called from multiple stack locations we
could avoid re-translation if the method’s frame is at a
greater abstract register location than the current frame.
We would, however, still have to copy the arguments to
the method from the caller’s frame to that of the callee.
Our research has shown that around 90% of
execution time is spent in methods called from more than

16 call sites. These methods are typically utility
functions which are prime candidates for optimization.
Expensive optimizations would be prohibitive for these
methods as the optimization would need repeating many
times.
We conclude that using a sliding frame is therefore
undesirable.

3.2 Fixed frame
The drawback with the “sliding-frame” scheme is
that it is necessary to recompile methods called with
different frame base pointer values. If we fix the address
where a method’s frame lives in abstract registers we
remove this problem. To do this, we allocate a new,
unique frame from a large pool of abstract registers the
first time a particular method is invoked.
We do, however, still need to pass arguments to the
called method from the stack of the calling method. On
encountering a method call, the arguments to the method
are held in intermediate representation ready to be
written to registers. At this point, they can be written
directly to the called method’s local variables avoiding
any copy operation.
The first penalty for this scheme is that we need to
retranslate these abstract register assignments for
different methods called from the same call site. A study
using Harissa [5] shows that at least 40% of method calls
can be accurately statically predicted for 100% of the
time, and dynamic statistics are even better than this.
As in the “sliding-frame” design, recursion needs to
be handled differently, as two invocations of a method
cannot share a single frame. A simple scheme to handle
recursion is to save a frame to memory before using it, if
it is active, and to restore it on exit. Alternatively, we
may find some circumstances in which it is advantageous
to generate special-cased versions of recursive methods,
each of which uses a different frame of abstract registers.
This special-casing will be triggered by a heuristic
monitored by code planted in the initial translation of a
(potentially recursive) method.
Finally, assigning unique abstract registers to every
method presents a problem when the static pool is
exhausted. For programs studied to date, fewer than 8000
abstract registers would be sufficient. If greater numbers
were required, the front-end could start re-using frames.
For example, all leaf methods can share the same frame,
and more generally, methods that occur only on disjoint
subtrees of the call graph can share frames. In the
pathological case, frames of abstract registers can be
reused by planting code that spills a number of frames to
memory and refills them when necessary.

4. Discussion
To evaluate this scheme before its implementation,
we carried out a number of experiments by instrumenting
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Kaffe [6] to log information about the dynamic
behaviour of Java applications. We keep sufficient
information to create the dynamic method call tree of the
application. We create a call tree, in which methods
appear once for each call site, to assess our
implementation alternatives.
For each method
occurrence, we keep the number of byte codes executed
in this invocation, and its local variable requirement,
including parameters.
To estimate the number of target registers needed in
optimization regions of different sizes, we identify hot
spots on this call tree (methods with high contributions to
overall instruction counts), and successively add them to
optimization regions, counting the total number of local
variables required at each step. This approximates to
code generating by hottest method first, then by
successively cooler region. As each successive method
is added to the optimization region, we require more
local variables. This gives us the characteristics we show
below. For these experiments, we monitored “javac”, the
Java compiler in Java, since it is the largest Java
application we can find.
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preferentially select the method with the smaller
requirement for local variables. This gives better results
when there are fewer target registers available: for
example with 8 registers, we can cover 30% of total
instruction count, and with 25 registers, we can cover
54% of the instructions.
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In figure 2, we show how a straightforward “hottest first”
selection algorithm can use varying numbers of target
registers to code generate “spill-free” regions of different
sizes. As we intuitively expect, as we allocate more and
more local variables into target registers, we can
encompass larger and larger regions, contributing to ever
increasing fractions of total instruction count. For
example, with 5 target registers, we can code generate a
region that contributes 22% to total execution count, and
with 26 registers, 46% of execution count.
In Figure 3, we use a slightly different heuristic to
select methods to include within our selection region.
Here, we select methods based on their run-time
contribution per local variable. That is, comparing
methods with similar run-time contributions, we

The success of Java has resulted in many JVM
implementations. Some implementations such as Harissa
[5], and J2C translate Java to C code. They then rely on a
C compiler to perform register allocation within and over
method call boundaries. Register mappings within C
programs are beyond the scope of this paper.
In this section we examine how other JVM
implementations perform register mapping and allocation
and compare these to Dynamite.

5.1 Register allocation
Cacao [4] initially maps the JVM stack and local
variables to pseudo-registers, which are then allocated to
CPU registers. Each mapping and allocation begins at the
start of a basic block and builds on the mappings and
allocations of previous basic blocks. When CPU registers
are exhausted a register is spilled to memory and filled
by a pseudo register.
On method call boundaries Cacao pre-allocates
registers. It uses CPU registers to pass arguments and to
receive return values. On machines without register
windows pre-allocation of arguments is only possible for
leaf methods.
Pre-allocation can tie in with existing compiler
method call conventions: for example, in the DAISY
JVM [7] arguments and return values are passed and
received using the Power PC’s C compiler calling
conventions, which uses standard registers for passing
arguments.

5.2 Comparison with Dynamite
Method invocation creates a new frame on a call
stack. Cacao avoids unnecessary accesses to this frame
by pre-allocation, utilizing register windows or
potentially by using the machine’s standard calling
convention. However, these static mappings take no
account of run-time information on register usage.
Therefore registers could be allocated and then
subsequently unused. Cacao would also calculate any
parameters even if they were unused. Cacao would also
have to copy from one register to another if it repackaged
arguments to another method. Dynamite on the other
hand can avoid this by value forwarding and dead code
elimination within a group block.
Also, when registers are spilled only the surrounding
and previous basic blocks are considered. This means
that a pseudo register could be spilled in one basic block
and then filled back again in the next, and Cacao
wouldn’t know it could spill different registers which are
unused in subsequent basic blocks. Dynamite’s runtime
information about register usage can provide a better
register allocation in this case.

6. Conclusion
In this paper, we have introduced Dynamite, an
environment for creating dynamic binary translators. We
have shown how the run-time concepts of the Java
Virtual Machine are mapped onto the Dynamite front end
interface and its internal register allocation algorithms.
This mapping necessarily discards the concepts of
methods and their local variables.

Preliminary investigations show that “method-free”
register allocation shows promise for efficient code
generation across architectures providing wide ranges of
hardware register resources. We look forward to
presenting more definitive numerical results at the
workshop in October.
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ñtî þ©ðhìÄîú¼í^ñMðÜêÝøüÁíùÄñ©ý î íùÄíOñt÷þ©õ ìÄú¼êtðhõírõAòâñtïhðhêfóßëMí êtõ;öRì írïhííHð\ðìÄíùÄêt%ðhìÅõÚùÄò±êsí ìÄírþ÷ úâù íO÷ ïí^íì í ï©ñ©í ÷
ïhótù.êtê:õ/ðyöRþírò±ê:íðùÄúÒìkìÄô ùÄêtüÁñMðhùzõÚò±ìêsù.ìÄê:írðh÷ õ òâêtê:ðhì ÷úâñtðE÷©íîøJê:ñMðEõ ú¼öJì íríB÷ö%úâô%ð%ìÄì írñHî ñ©ì ÷©ïíÐí ñMùBËÅ¶½³Àh¹rïÆ í
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êÐõÚú Åøò¼í þírþíõkìÄù þRîì þhù í0üÁñtù ßì ñ Ýî ñ >þðú±îêsìÄú¼ñMð
írú¼ðhîïþ©íì í;ùÄðíòâìð%ú ïMìÐíùÄìírïêMùÄ÷írõ/êMdú±÷©õõ írõ÷írêtøðhõ ò¼úâêsú¼íìÚìÄùìÄþú¼êtùÄðhí>ðhó÷^ñtî ü0õÚñ©ì é%÷©ù.êfíAê:ëfúâótúâêEð%ï%ì î ìÚññ©üÁñM÷©ì ù íù.ýzê:ê:ðRù.õÚ÷ò±ïêsíÅìÄ÷©íÅþú Åí;êtðhøì ñp÷¿ù ñsìÄíëMïí í
Åíð%ìHñtöìÄê:úâðíO÷þRõÚúâðónõ þhî.ï@êÜ÷©íOî ñtþhøò¼úâðóÜõÚì ù.êsìÄíótônýú¼òâò
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ìò¼öyñ%ïôMêtí¿ìÄ÷írõêfîñyëtír÷ùÄí êtõÚótïí ñsïhý)í0êfìÄëMïhíêsù.ìÅê:ótúâðMí ìÄíùÄúâøðhùÄõkí ìÄì ù ¿íOþR÷Óîú¼ðRì í úâõkñt©ìÄðRíOù þhõpî þ©î ìÄììÄñnúâú¼ñtñMðhðní >õùÄùÄþí í ò±êsþþì úâíúâù ù íOíOírõ÷Ðêtñtî.ì ðïñ
íê!>é þòâê:ì îí ñ êAÅöyøôMúâò¼ìÄírírù îñy÷í;ýzyñtêtü³õ/ìký0êtêtøùøí>ùÄñ í ©>ú Aþòâêsê:ìÄì íúâñtòâô ðßúâAõÐíOýêtïõ íô!ðìÄñþhõÚú úâðó
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ÊøéðhòâñtõÚìú¼ì ùÄírþh÷<õîìÄÚþhú¼þhñMõ î.ðú¼ðïAóE5êMírõê!ët<íõÚòìÄú±î êMñ%î éMê:êfù.ê:ê:ësù.êòâò¼î.írê:ïò¼ùÄú±úÒõìÄízírõÚî ìÄì êMþî ùÄ;í;öhú±;ýõ/êMõÚòâíOú ï÷ ú±ú¼î.ì ïníO÷ ñsîý0êtðÜíëtúâírótöRùþí!fìùÄÄíí ïí
úõÚê:Åïhøñsøhøýò¼ùÄú±ñsõîëtê:ìÄíì ïÅúâíñtðhíøJð%õíì/íù.î©úâð^íírð%îú¼ì.þ©ðRê:ì õkótíOìÄí0÷ù þhùÄþhîírõ ì÷©úâúâðþhñtóîðhì õìÄúâïñtøJðí,íúâùú¼ð%ð ì,íírôy©ù øîíOò¼ùÄî í íþ©ìÄìÄíú¼ù"ñMð ê:ðhîzü÷ôyÁîìñtò¼ïíOùÐízõé%ê:é êfðhëf÷ê
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ìù ù.íOê:ê:ðhòâúâõõÚò±ì êsú±îì úâñtöhð;ùÄêtú¼ðhð%î.ì ïAñÐêøùÄðírñt÷©ð ú±îìÄõÚú¼ìÄñMêMð î yïñsý,írëtírùþ%êù"tõÚõÄú õÚ;þ þhÅòâê:íOì õ,ñtê;ù ÅøRírñ©ùÚ÷©üÁíOíîò±ìõ
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ìÅïñyí,÷ú¼ð%íBìÄñ:íüùÄøí ù©íírì î írþùì ïhúâñtêMð õ ÅñtùÄí<úâðh÷©úâù íOîìöhùÄêtðhî.ïírõ5ì ïhêtðBì ïhí,é
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êïhê:ù.÷©ò¼ýzú tê:íEùÄí>ú¼ðRþhõkðìÄùúÒìBþhî ìÄì ñ^úâñtî ðhñMõ ð%ëMíù ìÐïhírì õ ïííAîöyñtô%ðyì ëtíOírî ùÚñ©ìÄ÷©írír÷Óõúâú¼ðhð%õÚì ì ñ^ùÄþhõ îú ìÄú¼ñMøhðhò¼íõ
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ìì÷©ù.ííê:ù øJÅðhíõ ðhú¼òâðhê:÷nñtì òâí ñtñtðnótê:ôðhì eì÷ßïíïí ©ú±ñsõBírëtîý0írþ©ù ñtì ò±ê:þí øÝò±ñt÷¿øJìÄöRïhíípù.êsêsìAîrìÄú¼ê:îñMòâêtðhò¼ðníOõ ÷ÜöJ°ÊíE»Ïð¯ ¸ ê:ìÄìÚùÄì.êMê:÷©úâðïú¼ì írípúâ÷nñt÷ðhúâöRêtõÚíìò ìkúâðhý,îírìÄíò¼ðô
ë%õÚírú±÷©øhíOê:õzù.êsøRìÄñtíAì íì ïð%ìÄùÄúâírêtêMòe÷üÁõñtù/ùÄí õ ú¼óMþðúâùÄú¼ÿRír÷Üîêt÷©ðMþhìzù ñsúâðëtíróù ò±é%ê:êføEësêê:ðhí ÷!©írøhîêtþ©ùÄì êtúâò¼ñtòâðíòâúâøõ ùÄñ
ñtñ:üÐùïhí êtïhêtùÄí÷î ììý0ù.òâôÜê:êtðhù ìíÐõ ïhò±ìÄêsíùÄì êtíõ ðhê øhõÚÅù ò±ñ©êsí ìÄî ú¼íOñMñtõ ðøJõ ñtíù.ù yêsAñtì úâü³êfñtìkô/ý0ðRõþRêtùõÚì ídíÐïhõ ìÄê:ñ:ùÄìHü³êtìkðhïhýzõÚê:ê:ò±øhêsùÄøRìÄíú¼írñMì ðhù.ð ê:õAðhî úâñtõ ðDò±ðRêsõÚìî ú±úâþõkñtì.ù ð õ
ùòâê:írìðMúâìñtðDé ý0õ0ñtþ÷ò±þ÷Dù úâúâððyó ëtñMì ò¼ïhëMíí ìÄìùÄí êtðhõ øhòâê:òâê:ì ì íí øÅïhêtê:õ ìÄí î.ïúâðê:ójù.÷©ê:ý0ðh÷êtù íótíì ðhù.ê:íðhù.ê õ
ìíúâù.ñtêsð ì í ñ:ü"ìÄùÄêtdðhõ õÚò±êsìÄír÷î ñ©ñt÷©øhí>õ êtõ ñtÅù ñ©÷©írù ð ÅøùÄñ©î ò¼íOú õtõ í ñtù.Åõzú±ótî írùÄðñ
üÁñtî íñtøJùÄðRííõÚù.ð%ú±êsìH÷©ì íúâìÄñtùÄïírðRù ÷ õ íOêtêt÷õõHêBüÁõ ñt;ñ:ù!ü³þìkýzì ò¼ù.ì ê:ú¼ê:ì ùÄðRïízõÚùÄò±ú írêsÅêMìÄ÷©øú¼ñMíròâðí ÷Åê:øírðhùÄðM÷ñ©ì.îêsíríìÄõÄú¼©ñMõ írñtð îù;þ©ñtì þüRúâìñtìÄúâïð ò¼úí ÅúâðêfóÓô\÷©öJú¼ü í
)+ 1B & *d+ -0
ìÊðpírî ìì ïhþúâùÄõêtí ùÄ<ìõ î.írïhî ïìúÒìÄí úâírñtîðHìÄþý0ê:ùÄíÐíÅù.÷ ÷©ì írïõÄíAî ùÄìÄú¼ùÄöJêtíÐðhê>õ òâê:ùÄõ î.ìþúâïhöhñtúÒõðÝìÄí írìzîñ:ìÄüñ:þü5öyùÄìÄíô%ïì íírîÊñ©ðÜ÷©ìÄírïõí ì ñ^ù.î.êtðhïùÄê ú÷
ìñtúâøëtøJíßñMîõ ñ©ír÷¿÷©íìÄñ^ú±õþh÷©õ ú¼ñtððóßíêì ïõ ùÄñ:ñtü³ìkþhýzótê:ï ùÄí êní ïh;ê:þù.÷©ò±êsýzìÄñtê:ùùÄí ì ù.ïê:ú±ðhõ;õ ò±øêsùÄì ñsñMëyù úâê÷Mírõõ
ñ:êtü÷©ësúâðhê:îð%ù ì.íOê:êtótõ íOú¼õ0ðóÅñ:ü÷©õ íOøJõÚúâíótírð÷Eî úâðEñ ì ù.øhê:ò¼ðhí yõ òâú¼ê:ìkôHì úâñtêtð ðh©ö÷hî.þ©ïìú¼øêsìzê:ùÄìÄírïê íí ©øJíðhõ í
é ©ñ:î ü³ñ ìkýzÅê:øùÄú¼í(ò±êsìÄí ú¼ñM>ð þÐúò±ês±ìõ;úâñtõ ðò¼ñsý ñ:ünöyô%þhìù;íOîõkìÄñ©þh÷©÷©írúâõ írõ>Áúâñtð%ðÜì íré%ù êføësùÄêí ì.êsý,ìÄñMú¼ñMù ð
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Memory and I/O Interface unit
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øþhù ñ©íîþíríOõÄõBõÚñMöRù íìký,írò¼ì íïðÓñMþësê:ótùÄï!úâñtðþhñ:õÐìzöí òâ©ñ©øî òâ©úâîõBúÒìÄú¼ò¼ð ôHú¼ðhúâót÷þúâîrùÄêsí ì íO÷ í%ìrõ ïøJírírù î íÐú±ê:ê:òâùÄòâô í
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Abstract
The direct costs of virtual function calls in objectoriented programs is a runtime overhead incurred by the
number of operations required to compute a target function address, and the time to perform these operations. We
present a technique that uses an HPL PlayDoh architectural
feature known as predication to reduce the direct costs of
virtual function calls. This technique is based on the possibility that the same virtual function table will be shared between virtual function calls, and whereby exploits this possibility by interleaving the function calls for objects whose
type cannot be determined statically. With cost models we
show that predication will eliminate redundant loads of the
virtual function table from memory, and thereby reduce the
impacts of memory latency on the overall runtime performance of virtual function calls.

1. The overhead of virtual function calls
The use of virtual function calls within object-oriented
(OO) languages has a direct cost of degrading the runtime
performance of programs. As opposed to static function
calls that can be resolved during compilation, a virtual function call is resolved during runtime if it cannot be statically
bound during compilation. Hence, it will incur a runtime
overhead to determine which function entry point to jump to.
A study performed by Driesen and Holzle showed that C++
programs spend a median of 5.2% of their execution time,
and 3.7% of their instructions in performing virtual function calls [1]. They go the additional step of saying that this
overhead is likely to increase moderately on future processors. We believe that this will not be the case if compilers
are enhanced to better utilize newer architectural features in
order to reduce the additional time and/or instruction overhead. In this study, we present such a compiler optimization
that applies predication on interleaved virtual function calls

Rohit Bhatia
VLSI Technology Center (VTC)
Hewlett-Packard Company
3404 East Harmony Road
Fort Collins, CO 80528-9599
rxb@fc.hp.com

to eliminate unnecessary loading of virtual function tables
(VFT) for objects whose type cannot be determined statically. By eliminating redundant loads , this technique will
minimize the time spent accessing the memory system, and
will reduce potential stalls in the instruction stream. We can
show that the cost of applying this technique will be no more
than a single cycle if the predication is not successful. However, we believe this cost is worth the potential savings when
considering the nature of OO programs, and the savings that
can be obtained in light of the growing performance gap between processor and memory systems.

1.1. The mechanics of virtual function calls
In order to understand how the overhead of virtual function calls can be reduced, the mechanics of such a call should
be understood. Given in Figure 1(a) is an example of a
class hierarchy using single inheritance, and its use. The
object and VFT layouts for this example are shown in Figure 1(b), which are based on a standard layout as described
by Ellis and Stroustrup [2]. According to Srinivasan and
Sweeney [3], there are four steps required to perform a virtual function call when implementing a standard VFT layout. These are:
1. Load the VFT which contains the entry for the called
function (i.e. access the VFT via the vptr).
2. Access from the VFT the function entry point to branch
to (i.e. load the address of A::foo or B::fee).
3. Adjust the reference to the object through which the
function is being called, to refer to the sub-object that
contains the definition of the function which will be
called (i.e. load A-offset and add to obj1, or load Boffset and add to obj2). This is known as a late cast.
4. Branch to the entry point of the function.

Class Declarations

Virtual Function Calls

class A {
public virtual foo();
public virtual fee();
int x; };

A *obj1 = new B;
A *obj2 = new B;
...other code....
obj1->foo();
obj2->fee();

class B : public A {
public virtual fee();
int y; };

(a) Example class hierarchy and its use

obj1

vptr
int x
int y

vptr
int x
int y

obj2

instruction stream if other non-dependent operations cannot
be scheduled during the load.
r3 = ld r2
r4 = r3 + 12
r5 = r3 +20
r6 = ld r4
r7 = ld r5
intp1 = r2 + r6
r8 = pbrr r7 1
ret_addr = brl r8

;load the virtual function table (VFT)
;calc the address for the late cast offset
;calc the address of the function entry point
;load the late cast offset
;load the function entry point
;perform the late cast
;prepare to branch
;branch to the function entry point

(a) Low-Level Intermediate Representation
1

r3 = ld r2

Class B’s VFT
A::foo() A-offset
B::fee() B-offset
(b) The object and VFT layouts

Figure 1. In C++ syntax, an example use of
a single inheritance class hierarchy, and the
resulting object and VFT layouts based on a
standard implementation.
In a single inheritance hierarchy, an object has a single VFT in which all virtual function address are stored,
thereby simplifying step 1 by accessing the VFT via the
vptr. Whereas, in a multiple inheritance hierarchy, an object
may have multiple VFTs with different virtual function addresses. Consequently, an extra step may be required known
as an early cast. In an early cast, the reference to the object
through which the function is being called is adjusted at runtime to refer to a sub-object whose VFT contains an entry
for the called function. For either single or multiple inheritance, the late cast (i.e. step 3) is required only when the
compiler stores offsets in the VFT rather than ”thunk” code.
The difference being that the ”thunk” code handles the casting of the object to another object, and an offset provides a
relative position of an object’s definition within the object
layout [3].
The overhead incurred by the above steps becomes apparent when translating the steps into the instructions that
will be execute in order to perform the virtual function call.
Given in Figure 2 is the low-level intermediate representation (LIR) and the data dependency graph for a virtual function call under the HPL PlayDoy (HPL-PD) architecture [4].
As can be seen from this Figure, the overhead of the virtual
function call can be attributed to the load operations that are
performed, and the dependencies between the load and the
ALU operations (nodes 1,4 and 5). In most architectures,
the memory loads will incur the largest overhead in comparison to the ALU operations, and will most likely stall the

2

4

3

r4 = r3 + 12

5

r6 = ld r4

6

intp1 = r2 + r6

8

r5 = r3 +20

r7 = ld r5

7

r8 = pbrr r7 1

ret_addr = brl r8

(b) Data Dependency Graph

Figure 2. The HPL-PD instructions for a virtual
function call, and the data dependency graph.
In contrast to a static function call, as shown in Figure 3,
the number of instructions to perform a virtual function call
is greater, and consequently the performance is lower. A relationship can be established between the runtime perforintp1 = r2
r3 = pbrr _$fn_foo__!DFv 1
ret_addr = brl r3

;set the this pointer
;prepare to branch to the function
;branch to the static function address

Figure 3. The HPL-PD instructions for a static
function call.
mance of these function calls by expressing the runtime of
the virtual function call ( ) in terms of the runtime of the
static function call ( ). Ideally,  would be the same as
  , however due to the extra instructions and the dependencies between these instructions,   will be larger by some
delta. With this in mind, the relationship between   and
 can be express as:    
(1)

The value of  is a factor of the extra instructions that
are required for a virtual function call ( ), the number

of cycles to issue an instruction (CPI), and the clock rate of
the machine. Hence,  can be expressed as:

   "!#$#&%('&&% +*-,/.103) 2547698

(2)

and equation 1 can be rewritten as:

 

 :  !#$# %('&5% +*-,/.103) 2;4<698

(3)

As for the CPI, this value can be expressed as the sum of
the ideal CPI and the number of pipeline stall cycles per instruction. In the case of the virtual function call, the data dependencies between the load and ALU operations will be the
cause of the pipeline stalls, and can be categorized as Load
Stall Cycles and ALU Stall Cycles. For the purpose of this
study we do not consider the stalls associated to the branch
delay, and assume that the branch operation for a static function call will consume as many cycles as with a virtual function call. With this simplification of the CPI, we can express
it as:
,/4<>+B694<*C*D&ED.1*-8/FGIH
B694 *-*K&E .1*C8LF

('&=  >78$4 *9('&?A@

 "!#$# @"J

as predicated register values [6]. By use of predication, the
compiler can transform a virtual function call so that certain operations (e.g. loading the VFT) are controlled by 1-bit
predicate registers. The 1-bit predicate registers are read by
the hardware during the instruction decode/register fetch cycle, and forwarded onto the execute cycle. Depending on the
value of the qualifying predicate, the computed results of the
guarded instructions are either applied towards the processor state, or discarded. As an example, Figures 4 and 5 show
the predicated and non-predicated HPL-PD instructions, respectively, for two interleaved virtual function calls. These
schedules are based on the example given in Figure 1(a), and
on the assumptions given in Table 1. Note that the stalls
shown in cycles S1 and S2 are due to structural hazards resulting from a single load/store unit with a latency that is dependent on the average memory access (AMA) time. Hence,
the length of these stalls is variable, and in the case of the
S2 stall, it may be eliminated if the memory latency is short
(e.g. a memory latency of 2 cycles).

(4)

Since the clock rate of a machine is constant, the only
way to reduce the runtime overhead of virtual function
calls (  ) is to reduce the number of additional instruction
(  ) and/or reduce the cycles per instruction (CPI). We
propose a technique below that will do exactly this, by utilizing an HPL-PD feature known as predication to eliminate
unnecessary loads of the VFT.

1.2. Applying predication to virtual function calls
A common practice within OO programs is to partition
functionality into small, re-usable functions, also known
as methods. Consequently, the average number of calls to
methods in OO programs is higher than the number of calls
to functions in procedural programs [5]. However, given
that these methods are called through a finite set of objects,
one would expect that a number of the methods are called
with like objects (i.e instances of the same class). If this
was the case, and the methods are virtual functions, then the
calls to these functions will use the same VFT, as is shown
in the example given in Figure 1(b). Therefore, if the compiler was able to interleave these calls, it could eliminate the
redundant loads of the same VFT for each subsequent call
after the initial call. This would reduce the number of load
stall cycles (i.e. reduce the CPI) and reduce the pressure on
the load/store units, which opens the opportunity to schedule
other memory bound instructions. The compiler optimization presented in this study does exactly this by interleaving
multiple virtual function calls for objects whose type cannot be determined statically, and applies predication to conditionally load the VFT when needed.
Predication supports conditional execution of individual
operations based on boolean guards, which are implemented

Architecture
Integer ALU Units
Load/Store Units

2-Way Issue VLIW
2 units with a latency of 1 cycle
1 unit with a latency based on AMA time

Table 1. Assumptions applied to the schedules given in Figures 4 and 5
Cycle

VLIW Instruction

1 r3 = ld r2
S1

load obj1’s VFT

** Structural hazard stall **

2+S1 r10 = ld r9
3+S1 r4 = r3 + 12
S2

load obj2’s VFT
r5 = r3 + 20

** Structural hazard stall **

calc. address for obj1’s
offset & function entry pt.

4+S1+S2 r6 = ld r4

load obj1’s offset

5+S1+S2 r11 = r10 + 16 r12 = r10 + 24

calc. address of obj2’s
offset & function entry pt.

6+S1+S2

** Remaining instructions **

Figure 4. The schedule of non-predicated
HPL-PD instructions for the two virtual function calls shown in Figure 1(a).
As shown in the schedule where predication is used, if the
objects are of the same class type, then the redundant loading
of the VFT is eliminated at cycle 2+S1. This would avoid
the stall cycles at S2, and provide an opportunity to schedule
another memory bound instruction in its place (i.e. in the
S2 cycle). On the other hand, if the objects are of different
class types, then all loads are performed and the length of
the schedule is the same as when predication is not used.
In order to quantify the benefits of predication, we should
first determine the cost of loading all VFTs, as would normally occur. In a schedule without the use of predication,
the number of VLIW instructions required to load the VFTs

Cycle

VLIW Instruction

1 r3 = ld r2
S1

p1,p2 = cmpr(r2,r9)

** Structural hazard stall **

2+S1 (p2) r10 = ld r9 (p1) r10 = r3
3+S1 r4 = r3 + 12

r5 = r3 + 20

p1 = 1; p2 = 0 iff r2 = r9
p1 = 0; p2 = 1 iff r2 != r9

latencies and miss rates for the different levels in the memory hierarchy are as given in Table 2, the average load cycles
with predication is:
B
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if p2 then r10 = ld r9
if p1 then r10 = r3

S2 ** Potentially Eliminated Stalls **
4+S1+S2 r6 = ld r4

Level
L1 Cache
L2 Cache
Main Memory

5+S1+S2 r11 = r10 + 16 r12 = r10 + 24
6+S1+S2

** Remaining instructions **

Figure 5. The schedule of the predicated HPLPD instructions for the two virtual function
calls shown in Figure 1(a).
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Miss Rate
20%
12%

Table 2. Example latencies and miss rates

is NPOCQ RTM SU , where V is the number of interleaved virtual
M5V and N is the maximum number of load operfunction calls,
ations allowed per VLIW instruction. Each VLIW instruction will complete the loading of the VFTs in the time period
for which it takes to locate the VFTs within the memory hierarchy (i.e. the average memory access cycles). This is a
factor of the hit cycles, miss rate and miss penalty at each
level in the memory hierarchy. For simplicity, we will refer
to this as the AMA cycles, which is a based on the average
memory access time as shown by Hennessy and Patterson
[7]. Hence, the average number of cycles required to load
the VFTs can be expressed as:

H;W<X3Y @ L, 4 >5&ED.1*-8/F;

Latency
2
7
35

(5)

and the AMA cycles for a 3-level memory hierarchy with an
L1 and L2 cache and main memory, is:

H&fgH:.hE .i*-8/F j k6 &ED.1*-8/FLlkmGnf F$FG2547698/lkmo% j 6p&E .1*C8LFLlrqo
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By use of predication, the number of operations to load
the VFTs is reduced by the cardinality of the set of virtual
function calls (S) that use the same object type as the first
virtual function call. In other words, once the first VFT is
loaded, each subsequent function call using the same VFT
can eliminate its load operation. Since the first virtual function call will load the VFT into the L1 cache, each eliminated
load from the subsequent virtual function calls will reduce
the overhead by the number of cycles required to access the
L1 cache, assuming a nonblocking cache using a simple hitunder-one-miss scheme. We can express the number of cycles to load the VFTs with use of predication as an extension
to Equation 5:

H;W7X?Y @ ,/4 >k&E .i*-8/F<} 96 ~'&8L> 1. 476 ,  Z   B  H&fgHP.hED.1*-8/F
\
\ \ ^
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(6)

Given in the schedule shown in Figure 5, where the number of interleaved virtual function calls is 2, and the assumed

In the case where the virtual functions are called with different types of objects, the set of virtual function calls (S) is
empty. Whereas, if called with like objects then S is  obj2 fee  . The average load cycles required between these two
cases is 8.48 and 4.24 respectively. Since in some cases the
load cycles can be masked by overlapping non-dependent
instructions with the loads, the reduction of load cycles by
use of predication cannot be translated into a speedup for
the virtual function call. However, when the load cycles
cannot be fully masked, then the enhanced speedup resulting from the use of
o/D$a$<G;<y-  O  O K$predication
¡Dr¢o£Li O h/ O  isQ approximately the ratio
o/ /a$<G;<y-   +¢o£/1 O h O  Q . One would expect that
as the the number of interleaved virtual function calls using
like objects increases, so will the enhanced speedup.
What is missing from the average load cycles with predication is the cost of performing the predication (i.e. setting
the predicate registers and evaluating the predicated instructions). Given an architecture that would allow a maximum

of N loads in a single cycle, where N 1, the use of predication would replace N - 1 loads with compare-to-predicate
operations (CMPR). Since the CMPR operation has a latency of 1 cycle, which is traditionally less than the latency
of the replaced load operations, the impact of using predication thus far is a reduction in cycles. The N - 1 replaced loads
then become predicated loads, which can be scheduled in the
cycle following the initial load. If any of these predicated
loads are executed, then they would complete execution one
cycle after the initial load, based on an average memory access time. Thus, the cost of using predicated loads when
the object types do differ can be a single cycle. However,
as shown in the schedule from Figure 5, the cost is 0 cycles
when the load operation is not replaced but is merely predicated (i.e. N = 1), and the predicated load and assignment
operations can be scheduled on the same cycle.
The other case to consider is when the objects are the
same type, and the assignment of the VFT must be performed. This assignment cannot take place until the initial
load has completed. In an architecture that allows N load operations in a single VLIW instruction, one can safely assume
will also support N assignment operations in a single VLIW

instruction. Consequently, if all N - 1 predicated assignment
operations were to be executed, they could be scheduled in
the same cycle and would complete in a single cycle (assuming a latency of 1 for ALU operations). Interestingly
enough, if there exists a mix of virtual function calls that do
and do not use the same object types, the predicated assignment operations can be scheduled on the last execution cycle
of the predicated load operations since these operations are
independent of each other. Hence, we can safely say that the
cost of using predication in virtual function calls will cost
one cycle in the worst case, thereby modifying Equation 6
to
H;W7be:
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In terms of Equation 3, predication reduces the number of
load cycles which can potentially reduce the number of load
stall cycles. The load stall cycles are used to compute the
CPI, as shown in Equation 4. On the other hand, the instruction count which is also used to compute the CPI, increases
due to the additional compare-to-predicate and assignment
instructions. However, the predicated instructions (i.e. the
VFT load and assignment) may or may not be committed to
the processor state. This can impact the CPI. Thus, to accurately reflect the CPI on architectures that support predication, a raw CPI and a useful CPI should be considered.
The raw CPI reflects all instructions, regardless of if they
are predicated. Whereas, the useful CPI reflects only those
predicated instructions that are committed. As for this study,
we consider only the raw CPI which is an upper bound to the
actual CPI. With this in mind, we can express   with predication as: kI} 69~5¥38$> .i476 , k¦§   !#i# 
%

d
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2 Other techniques
This application of predication towards virtual function
calls is not limited to single inheritance hierarchies, as our
example depicts. In fact, this concept can be further extended with multiple inheritance hierarchies to reduce the
cost of the early cast. For instance, if two virtual functions
are contained in the same VFT, and the objects with which
these functions are called are siblings in the class hierarchy
(i.e. they inherit from the same base classes), then both the
early cast and the loading of the VFT can be eliminated for
one of the calls.
Another application of predication to reduce the overhead of virtual function calls is to use it in conjunction with
runtime class tests, or also known as I-Call If Conversion
[8]. This would convert the virtual function calls into static
function calls, and reduce the branch mispredicts that are
generally seen with this type of conversion.

)

3 Summary
To minimize the runtime overhead associated to virtual
function calls, one must either reduce the number of operations required to perform a call, or reduce the CPI for the
call. With a basic understanding of the mechanics of virtual function calls, one can see why they incur this overhead,
and how this overhead might be reduced in light of newer
architectural features. Predication is one such feature that
could be used to conditionally eliminate loading the same
VFT for multiple virtual function calls. By eliminating redundant load operations, we can minimize the time spent accessing the memory system and reduce potential stalls in the
instruction stream. If the load operations cannot be reduced,
then the cost of using predication, in the worst case, is a single cycle. We believe this cost is worth the potential savings
when considering the nature of OO programs, and the savings that can be obtained in light of the growing performance
gap between the processor and memory systems.
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Abstract
Assuming the Java version of a program provides good
performance, many programmers are interested in using
Java as a replacement for many traditional programming
languages because of the portability of Java and the
extensive runtime libraries. However, in many cases the
performance of the Java code requires improvement
before it is acceptable. Profiling provides an effective
means of identifying the sections of code that consume the
most processing time and are the best candidates for
optimization.
A prototype low-overhead, time-based profiling system
has been developed for the Kaffe Java Virtual Machine’s
(JVM) Just-In-Time (JIT) i386 translator using the
high-resolution timestamp register of the Intel Pentium
processor. Experience with this approach suggests that a
‘‘virtual time’’ register would be a useful addition to the
processor to simplify measuring the performance of
multithreaded programs. Direct user control of the
performance monitoring hardware would reduce the cost
of measuring multiple performance metrics on a
per-method basis.
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Abstract
The VAULT project is concerned with the design of a
‘multi-processor on a chip’ aimed specifically at multithreaded Java implementation. It has wide ranging aims
that require research in a variety of hardware and software
areas. The project is still in its early stages and most of the
work is still to do. This paper provides an overview of the
project as envisaged currently and then examines some of
the initial work in detail. In order to perform a comprehensive evaluation of the VAULT approach, it was thought necessary to perform detailed instruction level simulation. A
single CPU structure therefore needed to be defined to form
the basic building block of the system and hence the simulator. One of the first decisions needed was the basic Instruction Set Architecture of the CPU. The reasons behind the
choice are examined using results obtained by detailed instrumentation of the Java Virtual Machine and the running
of a variety of Java benchmarks.

1.Introduction
The VAULT project has two distinct but closely connected aims: firstly to explore the potential of future VLSI
to produce a ‘multi-processor on a chip’ and secondly to
provide support for high performance Java based systems of
the future.
The combination of these two issues is neither accidental
nor arbitrary. The case for considering single chip multithreaded and/or multi-processor structures to utilize future
VLSI technology is well known. However, most proposals
in this area have either been extensions of current super-scalar designs or integrated versions of conventional multiprocessors [1]. Concentration on the Java environment allows us to consider new approaches which can optimize the
software performance, while at the same time benefit from
the natural multi-threaded structure, to produce high performance, low power hardware.
The environment is significantly different from that required to support serial or parallel C or FORTRAN based
code for which current processors are optimized. The most
obvious differences are:-

•
•

•
•
•

Execution by dynamic compilation of bytecode.
Object oriented code with heavy use of method calling, dynamic binding, object access (via indirections) and garbage collection.
Dynamic linking and loading of objects.
Program level multi-threading.
Particular importance of multi-media applications.

It is believed that hardware structures can be tailored to
these needs with a resulting performance increase. It is also
important to note that many such systems will need to be
portable and hence power dissipation is a significant issue.
It is assumed that compatibility with previous hardware
is not necessary (this is probably essential to permit the investigation of novel ‘on-chip’ mechanisms). Dynamic binary translation can be used to run ‘legacy’ software if
necessary.
This paper outlines the overall features of the VAULT
architecture, which are aimed at realizing high performance
for the Java environment. However, the project is at an early
stage and much of the detail is still being explored. The major detail of the work described here is concerned with the
selection of an Instruction Set Architecture (ISA). A selection of programs from the JavaSPEC [2] benchmarks has
been used to analyse the various ways in which bytecode
can be executed and the resulting overheads which occur.
This analysis suggests that a register windows based CPU
would provide optimum performance. Assuming that this
approach is followed, the final section describes a more detailed analysis of the benchmark execution in order to ascertain the numbers of registers and windows necessary to
achieve that performance.

2.Project Principles
The following are the principles and features which are
guiding our research. This is currently in an early stage so
that the detail of some of these issues has not yet been explored.
1. Parallelism through multiple simple CPUs rather than
exploiting ILP etc.

•
•

•
•
•

Natural exploitation of threaded parallelism - potentially higher performance than the alternative of time
sliced execution on super-scalar CPU as thread
count increases.
Complexity/performance ratio per CPU lower leading to more efficient silicon use.
Power/performance ratio per CPU lower - particularly important for portable computing.
Simple processors imply significantly reduced
design effort.

2. Processor structure optimized for support of (dynamically) compiled Java and multiple thread support.
•
•

•

Register windows structure for efficient support of
frequent subroutine (method) calls.
Multiple register set ‘heap’ with hardware assisted
allocation and spilling to allow frequent thread
switching within a CPU.
Caching structure tailored to object accessing and
dynamic binding.

3. Inter processor communication at register and cache
level via special bus structures.
•

•

•

•

On-chip communication will enable specialized
communication paths to be implemented at high
speed.
Support for very lightweight thread creation. Use of
dynamic thread creation. Use for ‘real’ parallelism
(loops etc.) within Java level threads for higher parallel performance (e.g. for multi-media computations).
Support for dynamic load balancing. Rapid
exchange of load information and rapid task creation
minimize ‘feedback system instability’.
Ability to query remote caches a significant aid to
task placement.

4. Processor support for multi-media applications.
•
•

Multi-dimensional cache structures.
Multi-media processor functions?

5. Dynamic compilation (for parallelism).
•
•

Dynamic compilation for optimal use of single processor structure (Hot Spot etc.)[3].
Decisions on size of parallel tasks best left until runtime.

•

Decisions about how to divide (e.g. data sets) best
left until run time.
Data representations can be altered dynamically?
(e.g. tree structured arrays)

There have been a number of architectures proposed for
the efficient execution of object-oriented languages, most of
them aimed at Smalltalk. The SOAR [4] processor had a
register windows structure but these were not organized as a
freely allocated heap like VAULT. Most of the other SOAR
features such as tagged data are not applicable in a Java environment. The Mushroom [5] project examined novel
memory mechanisms for object accessing and caching
which may be relevant to VAULT.
We have (very) recently become aware of some of the details of the Sun MAJC architecture [6]. This appears to share
many of its higher level aims with VAULT. The major differences appear to be at the individual processor level where
they propose the use of multiple function units and a VLIW
ISA.

3.Choosing the VAULT CPU ISA
It is tempting to think that the correct way to approach the
design of hardware to execute Java efficiently is to produce
a stack based CPU. This might either implement the full
functionality of the Java Virtual Machine in hardware or at
least provide a simple stack based ISA into which the bytecodes can readily be translated.
It was felt that the first of these options was against basic
RISC philosophy and was thus unlikely to lead to optimum
performance. The picoJava [7] project has already investigated the second approach. It uses stack caching techniques
coupled with hardware supported instruction folding to
overcome some of the inherent disadvantages of a stack
based ISA concerned with the movement and duplication of
operands. Such a processor is particularly suited to embedded applications where it requires minimal software support. A number of other projects have also studied similar
hardware techniques.[8][9]
We were not convinced that, if one assumed the use of
sophisticated JIT or dynamic compilation techniques, a
stack based structure would outperform a more conventional
register based ISA. However, due to the heavy use of method calling in many Java applications, we thought that the use
of register windows might be beneficial. Although it is, of
course, possible to study Java implementations on real processors which exhibit the various design alternatives we felt
that there was a need to perform an evaluation using a common methodology. We therefore studied a number of different ISAs together with appropriate software support using a
variety of Java benchmarks.

•
•

•
•

•

•

Bytecode - A direct execution of Java bytecode
assuming no optimization.
Folding_2 - Java bytecode execution assuming the
folding optimizations used in the picoJava-1 processor
(up to two instructions are folded).
Folding_3 - Extends the Folding_2 model to consider 3
instruction folding
Folding_4 - Java bytecode execution assuming the
folding optimizations used in the picoJava-2 processor
(up to four instructions are folded).
Reg - A simple register based ISA together with a ‘state
of the art’ register allocation algorithm. We chose to
base this on the techniques described for the Cacao
compiler [10] as these seemed to represent an efficient
but simple mechanism.
Regwin - A register windows based ISA again using the
Cacao algorithm.

We have implemented these models and added them to
the Sun JDK JavaVM through which the JavaSPEC benchmark programs are analyzed. (The _227_mtrt program was
omitted as it is a multithreaded program and we are concerned here with simple single thread characteristics.)
The nature of the benchmarks is described briefly in Table 1.

code execution model. The high occurrence of const, local
and stack operations, contributing around 50% of the total
instruction count, is responsible for the stack overhead.
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In order to produce a useful comparison, it was necessary
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Figure 1. Dynamic instruction mix.
Figure 2 shows the number of instructions executed in
each benchmark program for the six execution models.
Folding_2 reduced the number of instructions by a maximum of 17% (for _209_db) and a minimum of 6% (for
_202_jess); the average is 12%. Folding_3 and Folding_4
contribute another 3% at most with average of 1%.
Reg worked better than the folding models for four of the
programs; reductions ranged from 26% to 44%. For the other two programs (_202_jess, _213_javac) there is a smaller
reduction of 14%. As can be seen from Figure 1, these programs have nearly double (2, and 1.7 respectively) the
number of method calls of the other programs, increasing
the relative call overhead.

Table 1: Benchmark Programs
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Figure 2. Relative instruction counts
The results are summarized in Figures 1 and 2. Figure 1
shows the dynamic bytecode execution frequencies for various bytecode classes; constant loads (const), local variables
load/store (local), array load/store (array), stack operations
(stack), arithmetic/logic (ALU), conditional/unconditional
branches (branch), field load/store (field), method invocation (invoke) and other (ow). The results assume the Byte-

Regwin was able to outperform all other models. This
was expected observing, from Figure 1, that method calls
account between 1% and 5% of the executed instructions.
Regwin reduced the number of instructions by at least 40%
for five programs. The remaining program (_228_jack)
showed only a 29% reduction. This is attributed to the rela-

tively frequent stack (at least 8%) and infrequent local and
ALU operations. This suggests less sharing of local values
and hence the benefit of using registers is decreased.
We have not considered the effects of ‘in-lining’ in our
study. This would undoubtedly narrow the gap between the
Reg and Regwin results for some applications. However,
there are limits to which in-lining techniques can be used for
deeply nested programs and it is inapplicable in the general
cases of both recursion and dynamic binding. It can be argued that most of the JavaSPEC benchmarks are not representative of programs written using the full Object Oriented
style where the above issues will be of increased relevance.
We therefore believe that achieving optimum performance
on real method calls is important and hence our approach is
justified.

is necessary to study the method call depth. We extended
our instrumentation to provide this information. Figure 4
shows the call depth distribution for the various benchmark
programs. The x-axis is the actual call depth, while the yaxis is the percentage of total instructions which get executed at that depth. The absolute value of the call depth is of minor importance, in fact the offset of 13 in Figure 4 is due to
a set of ‘wrapper’ methods around the benchmark suite
which are executed initially. These will, of course, require
register window allocation and register ‘spills’ if the window total is exceeded but this will only occur once. The important characteristic is the width of the profile. Programs
such as _209_db with a very narrow profile indicate that execution takes place with very shallow nesting while a broad
profile like _202_jess indicates deep nesting.

4.Register and Window Usage
100%

The previous analysis assumed an unlimited supply of
registers and register windows. We re-instrumented the Sun
JDK JavaVM to count the number of local variables accessed. Figure 3 shows the accumulated percentage of local
variable usage assuming that all local variables are mapped
into registers.
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Flynn [11] suggests that a useful measure of the call
depth of programs is the relative call depth defined as the average of absolute differences from the average call depth.
Table 2 shows the relative call depth for the benchmarks
used.This clearly distinguishes the different characteristics
which are apparent from the graphical profile. However, it
does not give an accurate figure for the actual number of
windows needed.
Table 2. Relative Call Depth

Figure 3. Cumulative percentage of register usage
The x-axis shows the number of registers required on a
base 2 logarithmic scale (i.e., number of bits required to encode a local variable). The most register hungry application
(_222_mpegaudio) has a ‘knee’ at 13 registers covering
91% of variable accesses. The next significant ‘knee’ is at
30 registers where several applications achieve 95% usage.
This indicates that the decision is between 16 and 32 registers although a more detailed study of dynamic register usage in the presence of dynamic register allocation
algorithms is required before a final decision is reached.
In order to determine the number of register windows, it
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A more accurate estimate of the register window requirements is necessary before design decisions can be made.
Our instrumentation was yet further extended to study the
way in which the provision of windows affected the execution.
We simulated the benchmarks with varying numbers of

windows and measured the miss ratio, defined as the ratio of
the number of window accesses resulting in window overflow or underflow to the total number of windows accesses.
A window access takes place twice per method call, once on
entry and once on exit. The results are shown in Figure 5.
As expected from the relative call depth figures, two of
the benchmarks have a requirement for only a small number
of windows and, for them, two might suffice. However, to
achieve a low miss ratio (less than 0.02) for all benchmarks,
eight register windows appear to be necessary. To emphasize, at this level over 98% of all method calls would not require register spilling.
From these experiments, it is believed that we have determined that a configuration of eight register windows each
containing 16 or 32 visible registers would be sufficient to
achieve good performance.

register windows structure is important for reducing method
call overheads.
We have verified by detailed simulation that the number
of registers and register windows required to achieve good
performance is modest and therefore consistent with the level of hardware complexity envisaged.
The work done so far has enabled us to narrow the design
space to a level where we are able to embark on the construction of an instruction level simulator for a VAULT
CPU. This work, together with compilation routes from Java
bytecode (and C) is almost complete. Using this, we will be
able to perform a very accurate verification of the design decisions presented above and make any adjustments to the
CPU structure which are necessary. The next stage is to extend the simulation to the multi-processor structure in order
that we can start to study the full potential of the VAULT approach.

0.5

6.References

Miss ratio

0.4
0.3

[1] Doug Burger and James R. Goodman. Billion-transistor Architectures. IEEE Computer, 30(9):46-49, September 1997.

0.2
0.1

[2] SPEC JVM98 Benchmarks, Standard Performance Evaluation
Corporation. http://www.spec.org/osg/jvm98.

0
2

4

8

16

Number of windows
_201_compress

_202_jess

_209_db

_213_javac

_222_mpegaudio

_228_jack

[3].David Griswold. The Java HotSpot Virtual Machine Architecture. White paper, Sun Microsystems, March 1998. http://
java.sun.com/products/hotspot/whitepaper.html.

Figure 5. Window miss ratios

[4] David M. Ungar. The Design and Evaluation of a High Performance Smalltalk System. ACM Distinguished Dissertation.
MIT Press, Cambridge, Massachusetts, 1987.

It is thought that the this configuration is of acceptable
complexity for the processor design being considered.

[5] I.W. Williams, M.I. Wolczko and T.P. Hopkins. Dynamic
Grouping in an Object Oriented Virtual Memory Hierarchy. Proceedings ECOOP 1987 pages 87-96.

5.Conclusions
This paper presents an overview of the VAULT project
followed by the detail of the choice of an ISA.
The design issues are outlined together with possible solutions currently being investigated. The most important
features of VAULT are thought to be:•
•
•

Simple CPU structure with optimized support for Java
like languages.
On-chip multi-processor structure with fast thread
synchronization facilities.
Support for multi-media processing.

Initial results concerning the ISA design are presented
which have demonstrated that an ISA using register windows results in a dramatic reduction of the stack overhead,
far better than can be achieved by folding techniques. The

[6] Introduction to the MAJC Architecture. Sun Microsystems, August 1999. http://www.sun.com/microelectronics/MAJC/documentation/majcintro.html
[7] Harlan McGhan and Mike O’Connor. PicoJava: A Direct Execution Engine for Java Bytecode. IEEE Computer, 30(9):79-85,
September 1997.
[8] N. Vijaykrishnan, N. Ranganathan, and R. Gadekarla. ObjectOriented Architectural Support for a Java Processor. In E. Jul, editor, Proceedings of the 12th European Conference on Object-Oriented Programming, number 1445 in Lecture Notes in Computer
Science, pages 330-354. Springer, July 1998.
[9] Patriot Scientific Corporation. PSC1000 Microprocessor.
http://www.ptsc.com/psc1000/index.html.
[10] Andreas Krall. Efficient JavaVM Just-In-Time Compilation.
In Proceedings of the 1998 International Conference on Parallel
Architectures and Compilation Techniques, Paris, France, October
1998.
[11] Michael J. Flynn. Computer Architecture: Pipelined and Parallel Processor Design. Jones and Bartlett, Boston, 1995.

A Two Step Approach in the Development of a Java Silicon Machine (JSM)
for Small Embedded Systems
H. Ploog · R. Kraudelt · N. Bannow · T. Rachui · F. Golatowski · D. Timmermann
Department of Electrical Engineering and Information Technology
University of Rostock, Germany
E-mail : hp@e-technik.uni-rostock.de
Abstract
In current solutions a Java Virtual Machine executes
Java byte code by interpretation or dynamic compilation.
To increase the execution performance we propose our
experiences in the development of a processor
architecture that can directly execute JavaCard 2.0
compliant byte code.

1. Introduction
JAVA has been developed for desktop and internet
based systems but there are several implementations in the
embedded area where specific Java advantages can be
reused, so the idea behind JAVA and its benefits is
successively transported into the embedded systemindustry. In this paper we focus on static embedded
systems in which is no need for dynamic class loading
during runtime (e.g. car radio, cola machine, smart card).
But the user of such systems also has the possibility to
choose from a set of different applications.
To execute Java byte code on a platform there are at
least 3 possibilities which are different in terms of
execution speed:
•
•

•

Interpreted execution
The byte code is interpreted by software.
Compiled execution
In an additional step the Java byte code is
compiled to a specific processor architecture so
that there is no runtime overhead for interpretation. It is also possible to compile the byte
code just in time (JIT), the so called dynamic
compilation-technique.
Direct execution (JSM)
Java byte code can directly be executed by a real
Java processor.

By real Java processor we consider a processor not
only optimized for executing JAVA-code but capable of
executing Java-code without a software implemented Java
Virtual Machine.
In the last few years the importance of SUN’s Javatechnology raised up and it becomes a topic on many
university and commercial research programs but only a
small number of projects dealing with the development of
a Java Silicon Machine (JSM) are known.
Many of the existing chips [7],[8] remap the Java byte
code to a new (reduced) instruction set to speed up the
performance. Glossner et al. described a system which is
based on the same idea but they also used a
multithreading architecture [3]. Another theoretical
description of a Java processor architecture can be found
in [6]. At the University of Zurich an ongoing project is
called JAMA [4]. It seems that this processor will be
designed for direct execution of JAVA byte code.
To our knowledge by now only three existing (real)
Java processors are known: picoJAVA-I [12], microJava
(picoJAVA-II) and JEM-1[13] . The latter one is designed
by Rockwell Collins Inc. and the former one by SUN
itself. Since microJava is based on the intellectual
property module PicoJava-II one anticipates an increasing
number of custom Java processors.
In this paper we describe our experiences in the
development of a JSM for small embedded systems like
smart cards.
The project is split into two parts. The first part is a
software-based Java Virtual Machine suitable for 8051processor like systems for architecture exploration, and
part two is the JSM itself. The second part is still under
development since this is currently a work in progress.

2. Differences between Java and Java for
smart cards
A smart card is a single-chip computer based on an 8bit microcontroller. The two most commonly used chips
are Motorola’s 6805 and Intel’s 8051. These systems

contain three different types of memory: RAM, EEPROM
and ROM. The RAM is only used to store intermediate
results during calculation. The EEPROM holds private
cardholder values such as a private encryption key or a
bank account number. The ROM is used to store the
program that runs on the smart card. Smart cards are
connected via five pins to the smart card reader. So these
systems are “on” only if they are inserted into a reader.
The size of the die is constrained to 25 mm2. Therefore
memory space is hard limited. In average, those systems
contain 4 to 20 Kbytes of ROM, 0.1 to 1 Kbytes of RAM
and up to 10 Kbytes of EEPROM.
Clock frequency is typically about 3.57 to 5 MHz and
an external clock has to be supplied. Smart cards can be
seen as special cases of embedded systems.
SUN proposed a specification for the usage of Java on
smart cards [11]. Because of the limited memory on smart
cards, SUN had to remove some memory-consuming opcodes and features, like
• string manipulation,
• floating point arithmetic and
• threads.
Neither the types char, float, double and long nor
operations on those types are supported. Smart cards also
do not support arrays with more than one dimension.
Object usage is limited as there is no <clinit>-method.
Besides these obvious modifications there are other
restrictions resulting from the behavior of a smart card.
Java Card systems are not able to load classes
dynamically. All classes used are masked into the ROM
of the card during manufacturing. Installing through a
secure installation process after the card has been
delivered to the smart card producer is possible too.
Programs executing on the card may only refer to classes
which already exist on the card as there is no way to
download classes during the normal execution of
application code. For more details see [11].
Due to the lack of memory space on smart cards the
JVM has to be split into two parts, one for offline
preparation as loading, resolving, and linking all classfiles
and the other one for online execution of the Java byte
code as shown in Figure 1.

Java Virtual Machine
card terminal
Classfiles

converter

PC

Applet
Image
(CAP-file)

OS / JCRE
Java Chip
smart card

Figure 1. Separation of the Java Virtual Machine into two
parts

During preparation the applets are converted to an
applet images which can be directly executed on the smart
card.
In conventional JVMs the byte code is verified before
it is executed. In the smart card area the Byte-Code–
Verifier is part of the offline block due to its time and area
consumption. Therefore, a downloaded applet is not
verified during runtime. To avoid illegal operating applets
each applet is signed with a digital signature (CAP-file) so
the card itself can determine whether the applet belongs to
an environment it trusts or not.
But even a signature is no guarantee that an applet is
always working correctly [10]. Unfortunately, there is no
way to protect the card against transitive Trojan Horses
but currently no such attacks are known. More details on
Java Cards can be found in [16], [17] and [18].

3. Simulation-model based on 8051
The first step in the development process was to build
a software version of a Java Virtual Machine according to
SUN's JavaCard Specification 2.0, which is suitable for
implementation on 8051-processor systems [5]. It is a
cleanroom implementation and was used to understand the
basic behavior of the JVM.
Since the goal was a Java processor some techniques
which are used for describing hardware systems were used
to implement the Java Virtual Machine. E.g., the
execution engine of the JVM has one big “switch-case”construct. It is figured out that such a switch-caseconstruct is not very well suited for a small footprint
implementation. The next step was to identify groups of
opcodes so that function calls like ALU(opcode, A, B) or
stackOp(opcode, value) can be used. Thereby we were
able to encapsulate those function-blocks.
The advantage is due to the fact that the simulation
model now looks similar to a structural description of a
JSM so that the HW-designer just has to make minor
modifications only.
On the other hand the disadvantage is that function
calls result in a small software overhead.
To avoid nondeterministic and time-consuming
searches in classes, methods, or fields in the constant pool
it is recommended to have direct access to these
structures. This can only be achieved if the addresses of
all accessible objects are known in advance. Since
resolved applets contain each class they need, each
relative location is fixed. But instead of storing an
absolute address an applet-relative address is stored. In
this way applets can be moved inside the persistent
memory (relocatible applets) for the cost of an additional
adder.
Firmware or device specific software is located in the
application programming interface (API). On smart cards

the API-functionality is located in ROM and the applets
are stored in EEPROM. To select an API or appletmethod, the highest bit in the available address space is
used as a selector (see Figure 2). This bit must be set by
the converter while linking the class-files. The base
address of the current active applet is stored in an applet
base register. Native methods for direct hardware access
are also located inside the API. These methods are
necessary since different applets must be able to read
data, e.g. a bank account number, or they have to
increment the number of tries made to activate the smart
card.
The implementation requires about 14 Kbytes of ROM
on a 8051-system including the cost for the additional
modularity of about 3 Kbytes. Since this is a simulation
model we have not optimized the source code for the
specified architecture.
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Figure 2. Access to applet-image or API

4. Moving from software to hardware
A Java Card–system is more then just a Java processor.
Moreover, the virtual machine is part of the Java Card
runtime environment (JCRE). The API, the executive (for
handling different applets), and the native methods also
belong to the JCRE.
Because of security reasons Java does not offer any
byte code for direct hardware access.
To access IO using a Java Virtual Machine on standard
or dedicated processor architectures, an API-function is
called. Inside this function the Java-environment is left to
access IO with the underlying processors IO-opcode, e.g.
mov port_adr, #val (see Figure 3).

JAVA
JVM

C / Assembler

Hardware

API

OS

standard processor & peripherals

Figure 3. IO-access with JAVA

By using a Java processor there is no environment
which could be left. To overcome the IO-access problem
in Java the instruction set will be expanded. This is
possible since two opcodes ($FE, $FF) in the opcode
space are reserved for custom usage.
Due to a missing standard these solutions are
proprietary. On PicoJava-II about 33% of the
implemented opcodes can not be found in the Java
specification.
Obviously, these new (hidden) opcodes can not be
generated using an ordinary Java-compiler. Accessing
these opcodes becomes somewhat difficult because a
processor specific compiler has to be used.
Moreover, applets compiled in such a way are no
longer interchangeable and one of the major benefits of
Java gets lost.
As soon as implementation details become public
knowledge, it should not be too hard to write malicious
code, i.e. Trojan horses. This can not be accepted in the
smart card area (revealing PIN's and POS's).
It can be shown [9] that only two additional opcodes
are necessary: IO-Read and IO-Write.
In the proposed JSM the address of the opcode is
traced to avoid illegal IO-access. Since applicationapplets are stored in reprogrammable memory the
JavaCard–runtime-environment (JCRE) is located in
ROM or in a different EEPROM. Therefore, it is possible
to trace the address of the opcodes to-be-executed and a
very small online-checker easily can allow or prohibit the
execution of the opcode and may generate an exception in
case of a fault [2].
Although IO-access is required in different native
functions we only implemented IO-Read and IO-Write.
Therefore we have no hardwired native functions and the
functionality is realized by software inside the JCRE.

5. Java Silicon Machine
In Figure 4 the basic concept for the JSM is shown.
Parts of it are already implemented using VHDL. For
multi-applet cards one additional opcode has to be
implemented: set_applet. It is used for selecting one of
the applets and loads the applet base register with the
corresponding start address of the chosen applet.
We have to adopt parts of the JSM to the new
JavaCard specification 2.1, since the format of the
downloadable applet is now specified and it is of great
impact for some parts of the JSM.
The JSM is fully controlled by microcode. Therefore
many changes may result in some ’software’-updates [1].
To get maximum independence between the submodules
the state machines are just loosely coupled. Once these
state machines are started, they run automatically until the
end of the requested operation and feed back the result.
The internal behavior of one state machine is completely
hidden to its connected state machines.
To speed up the proposed architecture it is important to
know about the dynamic probability of opcodes in a given
applet. In [6] some values are given but they are based on
benchmarks for complete JVM/JSM’s. In the smart card
area the situation is different So we are currently
analyzing different applets to get the percentage
distribution based on the dynamic instruction count. After
the linking process the constant pool just contains
constants of type integer. Those constants can only be
addressed using the ldc or ldc_w opcode. So the index
into the constant pool can easily be replaced with the
constant itself. Consequently, we do not need a constant
pool which results in some speed-up and less memory
usage. Benchmarking different architectures is difficult,

since execution speed depends on the compiler and
coding style of an applet. We benchmarked the Dallas
iButton by measuring the time to call methods and
compared the results with first theoretical values of our
architecture.
We assume that the iButton is a software
implementation since implementation details are not
published. The underlying processor itself is driven by an
unstabilized ring oscillator operating over a range of 10 to
20 MHz [15]. Therefore the clock frequency of a iButton
is not constant. The comparison shows speed up of 100
against the iButton (clocking the JSM @ 3.5MHz).
Techniques like caching promise some speed up but
for the cost of additional hardware [6]. Since die size is
limited we do not benefit from the usage of these speedup techniques.

6. Conclusion and future work
We presented some of our experiences in the
development of a JSM for small embedded systems like
smart cards. We separate the development process into
two parts. The experiences resulting from implementing
the JVM on a 8051-system directed us to the proposed
JSM-architecture. We described some problems and
presented solutions for a JSM in the smart card area. It is
planned to complete the architecture until the end of the
year ´99. For functional verification an APTIX-system
explorer M3PC containing four XCV1000-4 will be used.
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Abstract
Java has emerged to dominate the network-programming
world. This imposes certain requirements on its virtual
machine instruction set architecture and on any
processor design that intends to support Java. The
purpose of this study is to carry out a behavioral analysis
of the different aspects of Java instruction set
architecture. This will help in extracting the hardware
requirements
for
executing
Java
bytecodes.
Recommendations for architectural requirements for Java
processors will be made throughout this study.

1.

organization and functionality. Java virtual machine
(JVM) instruction set architecture (ISA) defines
categories of operations that manipulate several data
types, reached through a well-defined set of addressing
modes [25,26,27,28,29]. JVM specification defines the
instruction encoding mechanism required to package this
information into the bytecode stream. It also includes
details about the different modules required for
processing these bytecodes. At runtime, the JVM
implementation and the execution environment affect the
instruction execution performance. This is manifested
directly in the wall-clock time needed to perform a certain
task and indirectly in the different overheads associated
with executing the job (e.g., memory management) [30].

Introduction

Java was introduced to deal with heterogeneous networks,
which require building software that is platformindependent [1,2]. This means that a compiled software
shipped around the network needs to be able to run on
any CPU it lands on (which is formulated as “write once,
execute anywhere.”) In addition, designed to be a modern
high-level language, Java includes all modern features
like modularity and object-orientation. To achieve all
these goals, Java targets an intermediate virtual platform,
instead of direct execution on the host CPU [3,4,5,6]. All
we need to execute cross-platform programs on the
Internet is to port this virtual layer to the CPU/OS
combination we want to run Java on. But, this comes at a
high price. The special features supported by Java have a
tremendous impact on the overall system performance
and impose certain requirements on the Java system [7].
A number of schemas have been proposed to improve
Java performance as a tool for programming on the web
and networking in general [8,9,10,11,12,13,14]. Some of
the promising directions incorporate hardware solutions.
Building microprocessors for Java or simply modifying
other general-purpose processors to boost Java are among
these hardware options [15,16,17,18,19,20,21,22,23,24].
Designing hardware for Java requires an extensive
working knowledge about its virtual machine
1. This research was supported through a grant from the National
Sciences and Engineering Research Council of Canada (NSERC) to the
second author.

The goal of this research is to conduct a comprehensive
behavioral analysis of the Java virtual machine instruction
set architecture [31,32]. Observing the Java instruction set
architecture while it is executing Java benchmarks will
reveal a lot about the details of the Java environment.
This will be reflected in the form of suggestions for the
actual hardware improvements and additions to boost the
performance of Java. Revised encoding formats and
devised hardware organizations (including a certain level
of parallelism, pipelining, caching, functionality, ... etc.)
with insights about the internal details of Java will lead to
better performance. Our rationale for conducting such a
study is based on the simple observation that modern
programs spend 80-90% of their time accessing only 1020% of the instruction set architecture [33]. To be most
effective, optimization efforts should focus on just the 1020% part that really matters to the execution speed.
ISA study is of great importance for every attempt to
devise a certain arrangement to boost Java performance.
The results collected here affect the way of encoding Java
instructions into a binary representation for execution by
any CPU supporting Java. It also affects the internal
processor datapath design for any architecture that targets
Java. It is worth noting that although JVM ISA shares
many general aspects with traditional microprocessors, it
has its distinguishing features. This stems from the fact
that it is an intermediate layer for a high-level language.

For example, the branch prediction model of the
underlying hardware affects the overall Java performance,
which is the case of all modern microprocessors. On the
other hand, JVM-supporting hardware will be unique in
the way its stack model handles method invocations.
To undertake these objectives, a Java interpreter was
instrumented to produce a Java trace. Pendragon
Software's CaffeineMark 3.0 was selected as the
benchmark as it is computationally interesting and
exercises various JVM aspects [34]. It is a synthetic
benchmark that runs 9 tests to measure Java performance.
The machine used in the evaluation is an UltraSPARC
I/140 running at 143 MHz with 64 Mbytes memory. The
OS is Solaris 2.6. Based on the data gathered, general
requirements for Java processors are drawn. In doing this
study, we followed the methodology used by Patterson
and Hennessy in studying the instruction set design [33].
This paper is organized as follows: Section 2 analyzes
access patterns for data types. Addressing modes are
studied in Section 3. Section 4 is concerned with the
different instruction encoding aspects.

2.

Access patterns for data types

Figure 1 shows the distribution of data accesses by type.
(“Generic” refers to operations that have no data type
associated with them.) From this figure we see that
integer data types dominate the typed operations,
followed by the reference ones. Architectural support for
Java object-orientation therefore needs to give privileges
to integer and reference data types in hardware. Also from
this figure, we see that 32-bit data types are used the
most. This will have an impact on the size of the register
file and CPU datapaths. Furthermore, a superscalar design
may want to provide multiple functional units that
process integer and reference data types. From the ALU
point of view all integer operations need efficient support.

2.2. Type conversion operations
JVM has a set of instructions that converts data of a
certain type to another. This is necessary for a strongly
typed language like Java. Figure 2 shows that the
conversion from integer dominates all type conversion
operations (especially to character.) This information
combined with the results from the previous subsection
implies that integer conversion operations are the most
used. For better Java performance, the ALU design needs
to perform this conversion in one clock cycle or less.

Here we study the access patterns for different data types.
Data types that are heavily used need more attention in
case of designing certain hardware architecture to support
Java [30]. This information will prove useful when
decisions are made about storage allocation.
Input type
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This Section is concerned with the use of the JVM
addressing modes. The traditional concept of addressing
modes, as used in general-purpose processors, is not
exactly applicable to JVM, which uses a stack-based
intermediate language. This, together with the objectorientation approach, is reflected in the combination of
traditional and non-traditional addressing modes [30].

The result of addressing mode usage patterns is shown in
Figure 3. Local variable access dominates all other
modes. Also, of importance are the immediate access and
the quick reference. (The “Quick Reference” item
summarizes the quick bytecode optimization.) Hardcoded
addressing modes (in which the operand value is encoded
in the instruction itself) occupy more than one third of the
total addressing modes used. We conclude here, that Java
processors need to support at least immediate, local
variable, quick referencing, and stack addressing modes.
Immediate

a length of up to 32 bits. As shown in Figure 4,
immediates used in CaffeineMark are up to 18 bits in
length with an average of 4 bits (standard deviation of
2.07 bits.) The peak occurs at 3 bits. Three bits are
enough to cover more than 50% of immediate usage and
5 bits can cover more than 75%. Based on the statistics
shown in Figure 4 we suggest using 8 bits to encode
immediates values in JVM instructions, which will cover
98% of the cases. Situations that will require more bits
can be handled by the compiler using a special wide
format.
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4.2. Array indices

This section quantitatively analyzes the different fields
that constitute JVM instructions. We aim at determining
the optimum number of bits required for encoding these
fields. The analysis presented here should not be
considered contradicting the JVM specification that tells
exactly the size of each instruction field. Architectures
that provide support for Java might select to have a native
instruction format that is different from the JVM one in
the addressing modes, data types, etc. This approach will
help attaining generality and efficiency.

18%
16%
Percentage of array index usage

JVM specifications require Java bytecodes to be provided
as a stream of bytes grouped in variable-length
instructions. However, it hardly mentions a general
instruction format for the adopted instruction [1]. This
irregular format might stand against the generality and
efficiency of hardware execution of Java bytecodes.
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Figure 5: Number of bits representing an array index.

4.1. Immediates
As a stack machine, JVM does not rely a lot on
immediates for ALU operations. Immediates in JVM are
either pushed on the stack or used as an offset for a
control flow or table switching instruction and could have

Java technology carries array information down the
hierarchy to the JVM. At runtime, the index required to
access an array is popped from the operand stack.
Although the index can be up to 32 bits, Figure 5 shows
that CaffeineMark does not require more than 13 bits to

30.00%

Percentage of class pool index

access arrays (with an average and standard deviation of 3
and 2.79, respectively.) For instruction encoding, we see
that 3-bit index size covers more than 50% of the array
accesses and 5 bits cover more than 80%. The graph
shows an interesting pattern: the maximum occurs at 0
then follows a decaying behavior with a sudden drop after
6 indicating that about 90% of the array accesses take
place in the first 64 element. This could give useful
guidelines in data caching—the first few elements (up to
the 64th) of an array should be cached. This could also
have an impact on Java processor’s cache organization,
such as block size, replacing strategies, etc.
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JVM constant pool is a collection of all the symbolic data
needed by a class to reference fields, classes, interfaces,
and methods. A constant pool index size is either up to 16
bits, or 32 bits if it is in a wide format. From Figure 6, we
see that 16 bits cover almost all constant pool accesses
(the average is 8 and the standard deviation is 2.9.)
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Figure 7: Number of bits for a local variable index.

4.5. Branching distances
Java bytecodes only deliver the offset in branches and
JVM converts it internally to the corresponding absolute
address. As Figure 8 (dots) shows, CaffeineMark requires
a target offset width of less than 10 bits (with an average
of 4 and standard deviation of 1.49), though up to 16 bits
are allowed. In the design of an instruction format, 8 bits
appear enough to cover more than 98% of the offset
distances. Furthermore, if a branch target buffer (BTB) is
used for branch speculation, a size of 512 bytecodes (256
forward and backward) is sufficient. Figure 8 (triangles)
also shows statistics of absolute jump-to address.
Although this information depends on the run time
environment, it does indicate a typical behavior.
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4.4. Local variable indices
As mentioned before, instead of specifying a set of
general-purpose registers, JVM adopted the concept of
referencing local variables. As Figure 7 shows, Java
methods typically require up to 16 local variables (with
an average of 2 and standard deviation of 1.31), though
the specifications allow referencing up to 255, or 65535
in case of wide instructions. The graph also shows nearly
no preference in accessing these variables. In designing
hardware support for Java, this graph suggests allocating
the local variables on-chip. In this case, general-purpose
register file can be configured to work as a reservoir for
local variables, allowing Java programs to run faster.
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Figure 6: Number of bits for a constant pool index.
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5.

Conclusions

In this work we conducted a behavioral analysis of Java
virtual machine instruction set architecture. In the light of
the results collected from each part, we drew conclusions
about the general architectural requirements for designing
microprocessors that support Java. Our study clearly
shows that the advanced features of Java are its weakest
points in terms of performance. Hardware support is
required to increase the efficiency of Java.
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