Baby’s Legacy - The Early Manchester Mainframes





There has been a great deal of interest in the celebrations surrounding the 50th anniversary of the first running of an electronically-stored computer program in Manchester in June 1948. This article summarises the history of the first Manchester computing machine and its successors, some of which became Ferranti and then ICT and ICL products. One theme will be the recurring concerns with the important role of storage mechanisms.
 It is noted that there is a continuity in design of computers from that first computer to current ICL high-performance products.






INTRODUCTION



The history of the computing industry is littered with important breakthrough events, some more or less precisely or vaguely defined. As Professor Michael Williams, University of Calgary, has pointed out, if you add enough defining adjectives to an artefact it is easy to make it a world first
 
[
WILLIAMS
, 1998]
. What constitutes a world first worth talking about is also a matter of opinion and context; for example is it more important to articulate an idea, or to realise that idea? So debates about whether the first computer was Zuse’s Z1, or Colossus, or ENIAC or the Manchester “Baby”, and was the “father of computing” Charles Babbage, Alan Turing or John von Neumann will entertainingly continue indefinitely. However, all computer historians agree that an extremely important event took place on 21st June 1948, and some would say that that date is the true beginning of the age of computing which we have experienced during this last half-century.



On that day for the first time, a program stored in the internal electronic store of a general purpose electronic digital computing machine, ran and produced the correct answer. Everyone who has hands-on use of  a modern computer would recognise the event as something they do every day, and no earlier machine was like that. The computer was the Small-Scale Experimental Machine (SSEM) built at the University of Manchester by Williams, Kilburn and Tootill, and which is popularly known as the Manchester “Baby” computer.



That development did not arise spontaneously but as a result of mushrooming interest and activity in electronic computation, mostly associated with the Second World War. There are many threads and connections going back to the 1930s and earlier, but by 1945 there were a few dozen people in the world who understood the possibilities of digital computers,  and who were beginning to communicate their ideas. It is striking how poor this communication was - groups and individuals operated largely unaware of what others were doing or had done. It is easy to forget that in 1945, it was necessary to book a transatlantic telephone call several hours before the call itself, even assuming the caller could afford such a luxury. Learned papers were published at a rather leisurely pace, and fax, email, email lists, and Usenet news were unheard of! 

 

This paper will attempt to set a historical context which led to the early Manchester computer development. The SSEM itself will be described, and then some of the subsequent machines which were designed at the University of Manchester, some of which became Ferranti and ICT, and contributed to ICL, products. 
The author claims no originality for the material presented here - indeed readers whose appetite is whetted are urged to follow some of the excellent histories which cover the subject matter with greater detail and authority. The emphasis in those early computing machines was on hardware design and description - software got barely a look-in. This is in complete contrast to the situation now at the turn of the century, when the computer industry is dominated by software considerations, with the supporting hardware platforms being taken very much for granted. 



The importance of data storage as a concept and as a technology should be apparent throughout this story. Babbage used the word “Store” to denote the place where numbers were held ready for manipulation, but the anthropomorphism “memory” was adopted in the USA from an early stage�. The author campaigned in ICL unsuccessfully for many years in the 1960s to reject that word in favour of “store”, but industry pressure was overwhelming, and it is noted that this Journal adopts the norm! 








THE HISTORICAL CONTEXT IN THE 1930S AND 1940S




We can too-readily focus exclusively on the Manchester work assuming a big-bang development, but a proper understanding can only come from seeing how one thing led to another such that Manchester got there first. This fairly lengthy section is necessary to set the scene for the creation of the SSEM. 




 For the time being, we can disregard the extraordinary work of Charles Babbage in the 1830s onwards, because that work was unknown to most engineers who were pioneering the early computers. By the 1930s, business data-processing was well-established (though not by that name) in the form of punched-card installations with means for sorting data, repetitive simple calculations and printing tabulations. For very specific applications, complicated desktop machines, 
e.g.
 the Comptometer, were used, being elaborations of mechanical adding machines. But requirements for scientific calculations were ill-served. The principal aids to scientific calculations were logarithm tables, the slide-rule and the mechanical adding machine. However, two noteworthy attempts to mechanise scientific calculation during the 1930s could be mentioned.



The first was the remarkable initiative of Konrad Zuse in Germany to create a machine for repetitive scientific calculations, started when he was a mature student in 1934. This work appears to have been done without knowledge of the work of other investigators, yet by 1938 he had built a mechanical calculator externally-programmed by a punched program tape. This had a mechanical store for numbers, using floating-point binary representation, but no conditional branching. It was very unreliable, and Zuse embarked on subsequent machines using electro-mechanical relays and later some electronic elements. His work was barely known outside Germany, and does not appear to have had influence on other researchers.



The second notable development was of a machine to perform calculations in physics, typically solutions of sets of equations. This machine, the Atanasoff-Berry Computer, was designed by John Atanasoff in 1938, and built by him and Clifford Berry at Iowa State University by 1942. It used binary arithmetic using valve technology logic gates, and had a store for about sixty 50-bit numbers. There was no program that we would recognise as such. During World War II, the US government does not seem to have taken advantage of this remarkably early electronic calculator, probably because bigger systems were already on the horizon. A working replica of the ABC was completed at 
Iowa State University
 in 1997. 



For the purpose of this history, we can set aside further electromechanical computer developments such as the Harvard/IBM calculators and the Bell Laboratories relay calculators, and focus on electronic devices. The 1800-valve Colossus code-breaking machine is often called a programmable computer, but it was developed for a highly special purpose, and it would be a stretch of terminology to regard it as general-purpose. But it did show that large assemblies of electronics were sufficiently reliable to do useful work, and gave Alan Turing and Max Newman and others an insight into the possibilities for general-purpose computers after the war, though no mention of Colossus itself and its work could be disclosed until the 1970s.



Highly visible from 1946 onwards was the mighty ENIAC computer built at the Moore School of Electrical Engineering at the University of Pennsylvania, and operational in 1945. This, like Colossus, was aimed at a specific task, the calculation of ballistics tables. However, it could be re-programmed for different tasks by reconnecting the various calculating units in different configurations. It again demonstrated that adequate reliability could be achieved with the available electronic technology, in this case using 18,000 thermionic vacuum tubes. The Moore School team attracted John von Neumann to contribute to ideas for a general-purpose computer, and a series of lectures on the principles of computer design held there in 1946 influenced several teams to start their own construction projects.



One of the attendees was Maurice Wilkes from the University of Cambridge, whose team started work on the EDSAC, very like the Moore School ideas, but implemented earlier. With his exposure to Colossus, Alan Turing started a computer design at the National Physical Laboratory, intended to lead to the Automatic Computing Engine, ACE.   Both these teams started from a mathematical computing tradition, but the Manchester work described next was founded in electrical engineering. 





ORIGINAL SSEM





During WW2, FC Williams led a group at the Telecommunications Research Establishment  (TRE) at Malvern responsible for electronic circuit designs for radar. The group included Tom Kilburn and GC Tootill. In 1945 and again in early 1946, Williams was invited to visit the MIT Radiation Laboratory to contribute to writing a series of textbooks on all aspects of radar. While he was in the United States he saw experiments aimed at storing a radar image on the screen of a cathode ray tube (CRT) by detecting the electrostatic charges inside the screen caused by the CRT beam. This would be research familiar to him because of the work by his own group on precision timing circuits associated with radar. On the second visit, he also called at the ENIAC project at the University of Pennsylvania, and saw the computer and heard about their plans for further development of a general-purpose computer, EDVAC. He must have learned of the search for an electronic-speed, large-capacity storage system at this time, and he thought that the electrostatic charge experiments on CRTs could be used as a computer store. He returned to TRE and set up experiments with his colleagues such that by the end of 1946 they could store a single digit, and Williams filed a patent for a CRT store for a computer in December
 1946
. 



At this time, Williams was appointed Professor of Electrotechnics at the University of Manchester. He brought his colleague Tom Kilburn on secondment from TRE to continue the CRT research, together with the equipment they had been using. During 1947 they filed several more patents on different aspects of the subject and by the end of that year they could store 2048 digits on a CRT screen for several hours. Throughout this time, they were well aware of the efforts in several teams to build a large automatic computing machine, and the central requirement for an adequate storage system for such a machine. Although they were in occasional contact with Alan Turing at the National Physical Laboratory, and with Professor of Mathematics Max Newman in Manchester, it is clear that Williams and Kilburn had their own independent views on 
how to 
design 
a 
computing 
machine. 



Their CRT store seemed to fulfil the requirements, and in order to verify its usefulness “in the hurly-burly of computing”, they decided to build a minimal computer around it. They were joined by their TRE colleague Geoff Tootill, and essentially Kilburn and Tootill built the Small-Scale Experimental Machine during 1948. It successfully executed a small program on 21st June 1948, the first time in the world that a general-purpose stored program computer operated.



The objective of the Manchester team at that time was to improve the technology for computing machines generally, and the store particularly. The new field of program development held no emphasis for them.  As a result, the SSEM was small in capacity and in functionality (so was aptly called “Baby”), but it had all the features to make it general-purpose and universal in application. It was therefore quite unlike all earlier machines such as Colossus and ENIAC  which imposed some or other constraints on their flexibility. 



The simple structure of the machine can be seen in Figure 1. It is classic von Neumann architecture, both instructions and data being held in the same store. 
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The main characteristics of the SSEM were:



32-bit word length

one instruction per word, single address order code

7 instructions in order code, but only one arithmetic operation - subtract

32 words in the store, but up to 8192 words addressable

serial binary arithmetic using 2’s complement integers in an implied accumulator

speed approximately 700 instructions per second

input of data - direct entry of 0s and 1s into the store by push-buttons

output of data - view the binary content of the store on a monitoring CRT as a pattern of dots and dashes
 




Having built the small machine and tried several programs on it, the team doubled in size by taking on two research students and bringing in Alec Robinson who had been building a binary digital multiplier in the department, using the CRT storage technology. Max Newman took a close interest in the machine at this time, and during the summer the idea of a special register for modifying addresses in instructions, what we now call an index register, was invented and incorporated. It was also realised that even with more CRT stores, the target storage capacity (10,000 words) was unlikely to be attainable, and that cheaper, if slower storage would have to be added. Consequently, at an early stage, a magnetic drum was attached to the experimental computer, the original being the piston of a Wilson cloud chamber which Williams had 
had 
nickel plated! 
 
By 1949 the enlarged machine was being call
ed the 
prototype 
Mark
 
1
. 
A photograph of 
part of 
the
 machine at this time is shown at Figure 2.
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Figure 2. Part of the Pro
to
type Mark 1
 at the University of 
M
anchester in early 1949.





So the foundations were being laid for some characteristics of Manchester designs - innovative inventions like the index register which used an electronics solution to simplify a programming problem, and architectural strategies such as the two-level store aimed at finding a good performance versus cost in the storage system. It is interesting to contrast the respective approach of the Cambridge EDSAC team at about the same time, 1947 to 1949. The EDSAC was aimed squarely at getting a computing service going early, with a simple machine design, and in making the programming task less arcane. The Manchester team were aiming to help the programmer with innovations, but it took time for these to be easily accessible.



But these technical considerations were eclipsed by a more important event which took place in October 1948. The Ministry of Supply contracted with Ferranti Ltd to build an engineered version of the computer “
.
..to Professor Williams’s instructions”. So began a long and valuable association between the University and Ferranti Ltd.





THE FERRANTI MARK 1 COMPUTER



The privately-owned company Ferranti Ltd had grown a major expertise in radar development and electronics generally during WW2. Already in 1948 it had sent Dr DG Prinz to the United States to learn what electronic computers were about and whether it was a field where the firm could 
exercise
 its talents. Being located in the Oldham area it was well-placed to collaborate with the University.  Several engineers from the Instrument section and from the Radio section formed the initial Computer group. One of the first tasks was to deliver eight CRT storage units to be added to the University computer. The University set out to enhance and enlarge the experimental machine to become the University of Manchester 
Mark 1
, while in parallel Ferranti started the development of a similar machine under the guidance of the University. Both Alec Robinson and Geoff Tootill were employed by Ferranti to contribute to the design.



The University Mark 1 provided a computing service up to the autumn 1950, when it was dismantled and scrapped. The first Ferranti Mark 1 was delivered to the University in February 1951, where it resumed the provision of a computing service. 



The Ferranti Mark 1 was very well engineered and a good description of its sound engineering principles exists
 [POLLARD et al
, 1953
]
. The electronic technology was very similar to the University Mark 1, using the same valve types. It used CRT storage, employing a special quality CRT developed for the purpose by GEC.



The main characteristics of the machine were:



40-bit word length

two 20-bit instructions per word, single address order code

26 instructions in order code, including multiplication

8 index registers

256 words in the store (eight CRTs)

3840 word drum store

serial binary arithmetic using 2’s complement integers, double-length accumulator

speed approximately 930 instructions per second; multiply 2.16mS

input of data - 5-bit paper tape reader

output of data - 5-bit paper tape punch or teleprinter





The Manchester Autocode programming system was developed on this machine by RA Brooker. Although it was a serial machine, it had a competitive performance because of the availability of the index registers, the immediate access of the CRT store, and the relatively fast multiply instruction. A photograph of the machine is shown in Fig 
3.
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Fig 3. The first Ferranti Mark 1 computer as delivered to the University of 
M
anchester
.





A second Mark 1 computer was sold to the University of Toronto where it is credited with helping the design of the St Lawrence Seaway.  Ferranti then redesigned and enhanced the machine to become the Mark 1*, pronounced “Mark 1 star”. This had 384 words of  CRT storage, 16384 word drum store and an enlarged instruction set. Seven machines were delivered up to 1957. 






MERCURY



Once the first Ferranti Mark 1 computer had been delivered to the University, in 1951, Tom Kilburn’s team started the design of a successor Mark 2, the Megacycle Machine, or “Meg”.  The aim was to build a machine an order of magnitude faster than the Mark 1, and with enhanced reliability.  The basic architecture was similar to its predecessor, but with parallel access to ten bits at a time from the store, and with a very fast serial arithmetic unit. Furthermore, hardware floating point arithmetic was provided. The development took place in collaboration with Ferranti’s, with the intention that the new machine would be put into production.  The prototype machine used CRT storage, which had now been refined by the University team, but it was intended that the production machines should use ferrite core stores which were then just becoming available. It was conceded that core stores were less troublesome to set up and were more reliable than the CRT store.  The prototype first ran in 1954, and the first production Mercury (as it was named by Ferranti’s) was delivered to Norway in 1957.
 Figure 4 shows Meg, the proto
t
ype
 Mercury.
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Fig 4.  The Mark 2
,
 or Meg
, to be put into production as Mercury.









The specification of Mercury can be summarised as follows:



10-, 20- and 40-bit word length


20-bit instructions

ferrite storage 4 blocks of 1024 words of 10 bits and 10 microsecond cycle time

four magnetic drums each containing 4096 40-bit words

parity checking for internal and external storage

eight 10-bit index registers

floating point addition 180 microseconds and multiplication 360 microseconds.

paper tape input and output, though punched cards were an option.




Nineteen Mercurys were delivered, at the time amongst the most powerful computers available in the UK. 
Architecturally
 Mercury was not greatly different from the Mark 1, and could be regarded as a fast, reliable consolidation of that earlier design.





ATLAS



In 1956, during the long delay from the Mark 2 working in 1954 to the delivery of the first Mercury, Tom Kilburn and his team embarked on the ambitious development of Muse, the microsecond computer. This transistor machine, started only eight years after the success of the Baby, was intended to be very fast (one million instructions per second, c.f. Baby at 700 instructions per second). A large number and variety of peripheral devices were to be connectable to make it suitable for business use, and in particular, a very large internal storage capacity was considered essential. 



Although Baby had run the world’s first stored program, the massive investment in computer development in the United States in the intervening years meant that British developments were outstripped in speed, and far outstripped in number of computers and hence user experience. The specification for Muse was intended to redress the balance in terms of performance. 



As was the case with the original Mark 1, many innovations were developed in Muse. Concepts familiar in present-day machines were pioneered, such as virtual storage, pipelining, an interrupt system and interleaved paged store. There was an ambitious permanent operating system, the Supervisor, which provided job scheduling, spooling and multiprogramming. Some of these developments took place when the Ferranti Computer Department, with government funding, collaborated with the University from 1959 onwards, by seconding teams of engineers and programmers to work on the project. At this time the machine became known as Atlas, and it provided a user service from December 1962. It is thought to have been the fastest computer in the world at the time.  Yet its specification, modest by modern standards, was:



Main store 16,384 words of 48 bits


Drum store 96K words

Read-only store (e.g. for interrupt routines) 8K words, 300nS access time

127 integer registers, each 24 bits

Integer instruction times typically 1.5 microseconds, floating point 2.7 microseconds





Part of the Atlas install
at
ion is shown in Figure 5.
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Fig 5. Part of Atlas being commissioned by University and Ferranti engineers










A second Atlas was sold to London University and a third for joint academic use to The Atlas Computer Laboratory at Harwell. This machine had 48K of main store and a vast array of peripheral devices.  A simplified variant of Atlas was sold to Cambridge University as the Titan, and two similar machines were sold for scientific research work, a total production of six machines. 



The 
Ferranti
 Computer Department became part of ICT in 1963, as work on Atlas was finishing. The new organisation 
focused
 on a much larger and wider market, adopting the 1900 series as its product, so the impetus to develop and sell more Atlases 
faded
. As we shall see however, the investment in skills and innovation was not totally lost.  





MU5



The University team under Professor Kilburn embarked on yet another high-performance computer design in the mid-1960s. The target was to be about twenty times the speed of Atlas. Better understanding and analysis of procedural language instruction execution led to an architecture to be implemented with a number of special hardware units, such as associatively-addressed slave-stores, address-translation mechanism and very fast data exchange switching. The instruction set was also improved, so that the machine would be optimised to execute code compiled from high-level language programs.
 Part of the machine being commissioned can be seen in Figure 6.
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Fig. 6. Part of MU5 being commissioned




As the design and construction of MU5 proceeded, again supported by engineers and production facilities from the West Gorton works, so ICL was embarking on the design of the New Range, which was 
announced
 as the 2900 series in 1974. Although the architecture of New Range drew on many different excellent computer science ideas, there are recognisable similarities between it and MU5. Perhaps this is not surprising, as both systems had similar design objectives. MU5 was really the last big high-performance computer design at the University of Manchester, marking nearly thirty years since the Baby ran its program.
 




THE INFLUENCE OF MANCHESTER UNIVERSITY ON ICL COMPUTER DESIGN



It is most important to remember that ICL’s high-performance computer designs owe much to all the main merged companies. The Cambridge EDSAC was re-engineered as LEO 1 in much the same way as the SSEM became the Ferranti Mark 1. Whereas the Ferranti machine was aimed at scientific work, LEO was primarily intended to solve business problems, and the pioneering work on computerisation of business done by Lyons was an important input to later ICL products.  The National Physical Laboratory work on ACE led to the English Electric Deuce and creation of a skilled and experienced design team. Their “nesting store” ideas in the KDF9 survive as the taken-for-granted stack operations in current systems.  It seems to me that the design of current high-performance systems owes little to non-indigenous sources; some ideas may have emerged in foreign (i.e. USA) systems, but they would be radically thought through and re-engineered for ICL’s purposes.  Of course, lower-performance systems are simply realised by commodity items such as the PC. 



The dominant hardware design objective through all this history seems to be how to best exploit electronic data storage. 



SSEM	Invent a fast random 
access
 electronic store

University Mark 1	Balance performance/cost using a small fast store with larger slow store 

University Mark 2	Exploit better technology storage (Ferrite cores)

Atlas	Invent one-level store , i.e. virtual storage with paging

MU5	Exploit efficient use of store (e.g. Name store)



But other innovations leading to efficient high-level language support have evolved through the series of machines; for example index registers
:




SSEM	One

University Mark 1	Seven 

University Mark 2	Seven

Atlas	127

MU5	One
.




This vividly illustrates 
the eventual 
satisfying 
of 
the compiler writer’s wish for the number of registers to be “none, one or infinity”!



Of course, computer designs do not just appear out of abstract architectural ideas. The collective knowledge and experience of the design engineers themselves is what appears in a computer design. Insofar as ICL represents the British computer industry, so all the predecessor companies’ history has had some input to current products. However, the close collaboration between The University of Manchester and Ferranti and ICT where many dozens of engineers shared the development work over a prolonged period inevitably created a large pool of  expertise conversant with University thinking behind computer design. 



After the formation of ICL in 1968, planning of the “New Range” started in earnest. People from the different traditions, 
i.e.
 mainly Ferranti, English Electric, ICT, EMI and LEO, worked together on the planning, and my recollection is one of pulling together rather than any sense of blinkered independence. There is no doubt that the Synthetic Option, which became the 2900 architecture and so through to Nodal Architecture and current high-performance products,  drew heavily on MU5 design in several areas. 
Campell-Kelly
 cites advanced process-management, efficient high-level language execution and efficient data management
 [Campbell-Kelly, 1989]
.



Thus there is an easily-traced thread of continuity in excellent computer design which can be followed all the way back to the SSEM. It would be foolish to ignore the crucial contributions from the many other separate sources. That momentous event when the first program ran in June 1948 is recognisable as just like what computers do today - we could proudly regard the Baby as the Father of British computing. 
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� Curiously, the EDSAC team at Cambridge who later did much to reveal Babbage’s work, used the term “memory” in 1948, presumably because of Wilkes’ contact with the Moore School. Perhaps an indication of the independence of the Manchester team is their use of the term “store”.





Figure 1. Simplified schematic of SSEM
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